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ABSTRACT 
High-  dimensional  financial  machine  learning  (ML)  pipelines  are  computational  workloads  as  much  as  predictive  models:  their
 practical  value  depends  on  runtime,  memory  footprint,  scalability,  and  the  ability  to  retrain  under  resource  constraints.  This
 paper  treats  empirical  asset  pricing  as  a  demanding  real-world  workload  and  proposes  Cost-Aware  Adaptive  Optimization,  using
 XGBoost  (extreme  gradient  boosting),  as  a  systems-aware  framework  to  improve  the  computational  efficiency  of  gradient-boosted
 tree  pipelines  while  preserving  application-level  predictive  utility.  The  framework  uses  computational  feedback;  optimization  is
 driven  by  training  time,  prediction  time,  memory  footprint,  feature  dimensionality,  temporal  training-window  depth,  model  com-
 plexity,  and  marginal  utility  per  unit  of  computation.  We  first  profile  10  ML  algorithms  in  a  controlled  high-performance  computing
 setting  and  decompose  execution  cost  into  training  and  prediction  components.  XGBoost  is  then  selected  as  the  optimization  tar-
 get  because  it  offers  a  strong  cost  –  utility  baseline  on  the  asset-pricing  workload.  The  proposed  framework  adaptively  controls
 feature-  dimensionality  and  temporal-  depth  choices,  evaluates  memory-  and  execution-aware  trade-  offs,  and  analyzes  scalability
 through  runtime  growth,  parallel  speed-up,  and  parallel  efficiency.  Application-level  utility  measures,  including  out-  of-  sample
 R 2  ,  mean  squared  error  (MSE),  and  the  Sharpe  ratio  of  decile-  sorted  long  –  short  portfolios,  are  retained  as  application-level  val-
 idation  metrics  rather  than  as  the  sole  objective.  The  results  show  that  meaningful  computational  savings  can  be  obtained  by
 treating  dimensionality,  temporal  depth,  and  model  complexity  as  controllable  workload  variables.  The  study  therefore  contributes
 a  computational  feedback-  driven  optimization  framework  for  scalable  financial  ML  execution,  framing  workload  adaptation  and
 configuration  selection  as  runtime-,  memory-,  and  utility-aware  system  problems.

1  |  Introduction
 

The  scale  of  modern  ML  workloads  continues  to  expand,
 and  computing  costs  —  once  merely  a  minor  implementation
 detail  —  have  become  a  core  issue  in  ML  system  design  [

 

1].
 High-  dimensional  input  spaces,  long  time-  series  historical  data,
 repeated  retraining  cycles,  and  model  complexity  are  the  core
 factors  that  determine  whether  an  ML  pipeline  can  be  success-
 fully  deployed  [

 

2];  while  gradient  boosting  trees  deliver  excellent
 predictive  performance,  their  training  and  memory  costs  surge
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sharply  as  the  number  of  observations,  features,  and  candidate
 configurations  grows  [

 

3].  Therefore,  model  evaluation  cannot
 rely  solely  on  accuracy;  execution  time,  memory  footprint,  scal-
 ability,  and  parallel  efficiency  must  also  be  incorporated  as  core
 evaluation  dimensions. 

This  paper  studies  these  issues  using  empirical  asset  pricing
 as  a  high-  dimensional  computational  workload.  The  financial
 prediction  task  is  not  presented  as  the  paper’s  primary  con-
 tribution;  rather,  it  serves  as  a  realistic  stress  test,  with  a
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data  matrix  containing  many  firm-level  characteristics,  a  long
 temporal  panel,  repeated  out-  of-  sample  training  cycles,  and
 latency-  sensitive  prediction  requirements.  Previous  asset-pricing
 studies  have  shown  that  ML  methods  can  improve  return  pre  -
 diction  (e.g.,  [

 

4  –  6]),  but  the  associated  computational  pipeline
 is  often  evaluated  primarily  through  statistical  or  invest-
 ment  performance  measures.  Such  a  view  is  incomplete  in
 production-  oriented,  high-performance  settings,  where  a  model
 that  offers  only  marginally  higher  accuracy  may  be  unattractive
 if  it  requires  excessive  runtime,  memory,  or  parallel  resources.
 

We  therefore  propose  Cost-Aware  Adaptive  Optimization,  which
 uses  XGBoost,  as  a  computational-feedback-  driven  framework
 for  scalable  financial  ML  pipelines. The  framework  treats
 feature-  dimensionality,  temporal  training-window  depth,  and
 model  complexity  as  controllable  workload  variables.  It  uses
 computational  telemetry  –  including  training  time,  predic-
 tion  time,  memory  footprint,  dimensionality,  temporal  depth,
 and  marginal  utility  per  unit  computation  –  to  guide  workload
 adaptation  and  identify  configurations  that  provide  favorable
 cost  –  utility  trade-  offs.  Application-level  utility  outputs,  such  as
 out-  of-  sample  R 2  ,  MSE,  and  long-  short  portfolio  Sharpe  ratios,
 are  retained  as  application-level  validation  evidence  rather  than
 as  the  sole  optimization  target.
 

The  proposed  framework  is  deliberately  different  from  stan-
 dard  feature  selection  [

 

7],  ordinary  temporal  truncation  [
 

8],
 and  conventional  hyperparameter  tuning  [

 

9]. Standard  fea-
 ture  selection  typically  aims  to  improve  statistical  accuracy,
 reduce  noise,  or  support  interpretability  [

 

10].  In  contrast,  our
 feature-  dimensionality  control  is  formulated  as  a  systems-level
 reduction  of  workload  size  under  runtime  and  memory  con-
 straints.  Standard  temporal  truncation  is  often  used  as  a  robust-
 ness  exercise  for  sample  periods  [

 

11];  here,  temporal-  depth
 control  is  used  to  determine  whether  older  observations  jus-
 tify  their  computational  cost. Conventional  hyperparameter
 tuning  ranks  configurations  mainly  by  predictive  loss;  our
 cost-aware  optimization  ranks  configurations  by  retained  util-
 ity  relative  to  execution  time,  memory  footprint,  and  model
 complexity  [

 

12].
 

We  first  benchmark  10  ML  algorithms  on  the  asset-pricing  work-
 load  to  characterize  the  baseline  cost  –  utility  landscape.  XGBoost
 is  then  selected  as  the  main  optimization  target  because  it
 offers  a  strong  combination  of  predictive  utility  and  computa-
 tional  feasibility  compared  with  more  expensive  nonlinear  alter-
 natives  and  less  accurate  linear  models  [

 

13].  The  evaluation
 combines  baseline  predictive  comparisons,  training-time  pro  -
 files,  memory-footprint  measurements,  scalability  curves,  paral-
 lel  speed-up  and  efficiency  analyses,  temporal-  depth  behavior,
 ablation  tests,  and  cost  –  utility  trade-  off  analysis.
 

The  paper  makes  the  following  contributions. First,  it  pro  -
 vides  a  runtime-aware  benchmark  of  10  ML  algorithms  on  a
 high-  dimensional  financial  ML  workload,  decomposing  execu-
 tion  cost  into  training  and  prediction  components.  Second,  it
 introduces  Cost-Aware  Adaptive  optimization,  a  computational
 feedback-  driven  framework  for  selecting  efficient  XGBoost  con-
 figurations  under  cost  and  utility  constraints.  Third,  it  for-
 mulates  feature-  dimensionality  and  temporal-  depth  control  as
 workload-adaptation  mechanisms  rather  than  finance-  specific

 feature-  selection  or  sample-period  exercises.  Fourth,  it  extends
 model  evaluation  beyond  accuracy  by  incorporating  memory
 footprint,  execution  time,  and  cost-normalized  utility.  Fifth,  it
 analyses  scalability,  parallel  speed-up,  and  parallel  efficiency
 to  identify  systems-level  bottlenecks  and  limits  to  concurrency.
 Sixth,  it  formulates  configuration  selection  as  a  cost-normalized
 workload  optimization  problem  at  runtime,  subject  to  memory,
 scalability,  and  retained-utility  constraints.
 

The  rest  of  this  paper  is  organized  as  follows.  Section
 

2  posi-
 tions  the  paper  within  scalable  ML,  runtime-aware  evaluation,
 memory-aware  execution,  high-performance  computing  (HPC)
 benchmarking,  and  cost-aware  workload  optimization.  Section

 

3
motivates  the  asset-pricing  task  as  a  resource-intensive  com-
 putational  workload  and  defines  the  relevant  cost  dimensions.
 Section

 

4  describes  the  data,  baseline  ML  pipeline,  and  the  pro  -
 posed  Cost-Aware  Adaptive  optimization  framework.  Section

 

5
reports  application-level  predictive  validation  together  with
 execution-time,  memory-footprint,  scalability,  parallel-  efficiency,
 temporal-  depth,  and  ablation  results.  Section

 

6  discusses  the
 systems-level  implications  and  limitations.  Finally,  Section

 

7  con-
 cludes  by  outlining  the  implications  for  scalable,  systems-aware
 financial  ML  pipelines.
 

2  |  Related  Work  and  Computational
 Positioning
 

This  section  positions  the  study  across  scalable  ML  systems,
 budget-aware  model  selection,  boosted-tree  computation,  work-
 load  reduction,  HPC  benchmarking,  financial  ML  validation,
 and  model  interpretation.  Table

 

1  contrasts  these  streams  with
 the  present  study  by  summarizing  their  technical  contribu-
 tions,  primary  workload  variables,  and  relationship  to  the  pro  -
 posed  framework.  The  comparison  shows  that  prior  work  typ  -
 ically  addresses  one  dimension  of  the  problem  –  such  as  scal-
 able  training,  hyperparameter  search,  predictive  validation,  or
 interpretability  –  whereas  this  study  jointly  integrates  workload
 reduction,  systems  telemetry,  scalability  analysis,  and  finan-
 cial  validation  into  a  cost-normalized  framework  for  repeated,
 resource-  constrained  ML  execution.
 

2.1  |  Scalable  Machine  Learning
 and  Runtime-Aware  Model  Evaluation
 

Traditional  ML  evaluation  is  frequently  organized  around  pre  -
 dictive  accuracy,  error  minimisation,  or  task-  specific  utility.
 These  measures  remain  necessary,  but  they  are  insufficient
 when  the  model  is  part  of  a  repeated  computational  pipeline.
 Scalable  ML  research  treats  training  cost,  prediction  latency,
 resource  consumption,  repeatability,  and  deployment  feasibility
 as  first-  class  evaluation  criteria  rather  than  secondary  implemen-
 tation  details.  Large-  scale  learning  systems  must  therefore  be
 assessed  not  only  by  whether  they  improve  an  accuracy  metric,
 but  also  by  whether  they  can  be  trained,  validated,  and  rede  -
 ployed  within  realistic  compute  budgets  [

 

14  –  16].  HPC-  oriented
 distributed  deep-learning  studies  show  that  software  stack
 choices,  communication  libraries,  and  cluster  execution  strate  -
 gies  materially  affect  training  throughput  and  productivity  [

 

17],
 while  workflow-  oriented  studies  show  that  real-time  ML  and
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TABLE  1  |  Technical  positioning  of  related  work  and  the  present  study.
 

Stream  or  study Technical  contribution Main  variables  
Position  relative

 to  this  paper  

Scalable  ML  and  workflows
 [

 

14  –  18] 
Large-  scale  SGD,  parameter-  server

 learning,  distributed  runtimes,  and
 real-time  ML  workflows.  

Throughput;  communication  cost;
 latency;  retraining  budget.  

Establishes  the  systems  view  of  ML
 execution.  

Budget-aware  model
 selection  [

 

19  –  22] 
Random  search,  Bayesian

 optimization,  successive  halving,
 and  Hyperband-  style  early

 stopping.  

Search  budget;  validation  cost;
 pruning;  stopping  rules.  

Optimizes  candidate  search,  but
 not  the  full  repeated  workload.  

Boosted-tree  systems
 [

 

3,  23  –  26] 
Gradient  boosting,  XGBoost,

 LightGBM,  CatBoost,  and
 comparative  boosted-tree  evidence.  

Features;  samples;  tree  depth;
 boosting  rounds;  split  search;

 parallelism.  

Provides  the  modeling  substrate
 targeted  for  workload  optimization.  

Feature  and  temporal
 adaptation  [

 

27  –  30] 
Feature  selection,  adaptive

 windows,  and  concept-  drift
 adaptation  in  changing  data.  

Retained  features;  window  length;
 relevance  decay;  non-  stationarity.  

Usually  targets  accuracy,
 interpretability,  or  drift  rather  than

 execution  cost.  
HPC  and  performance
 measurement  [

 

31  –  37] 
Grid/HPC  benchmarking,  task

 scheduling,  cloud
 cost  –  performance,  speed-up

 theory,  and  MLPerf  measurement. 

Memory  footprint;  cores;  speed-up;
 parallel  efficiency;  instance  cost.  

Supplies  evaluation  metrics,  but
 not  a  domain-  specific  adaptive

 pipeline.  

Financial  ML  validation
 [

 

4  –  6,  38  –  43] 
ML  return  prediction,  nonlinear

 characteristic  models,  shrinkage,
 and  open  asset-pricing  libraries.  

Out-  of-  sample  R 2  ;  MSE;  Sharpe
 ratio;  firm  characteristics. 

Emphasizes  prediction  and
 economic  utility  more  than

 execution  efficiency.  
Model  interpretation
 [

 

44,  45] 
Local  surrogate  explanations  and

 Shapley-value  attribution. 
Feature  contribution;  local  fidelity;

 attribution  stability.  
Explains  model  behavior  rather

 than  controlling  runtime  and
 memory.  

Present  study Cost-aware  adaptive  XGBoost
 optimization  for  repeated  financial

 ML  execution.  

Training  and  prediction  time;
 memory  footprint;  feature  count;

 temporal  depth;  model  complexity;
 utility  retention;  speed-up  and

 efficiency.  

Integrates  workload  reduction,
 systems  telemetry,  and  financial

 validation  into  a  single
 cost-normalized  execution

 framework. 

visualization  pipelines  must  be  designed  around  end-
 to-  end  execution  constraints  rather  than  model  accuracy
 alone  [

 

18].
 

This  distinction  is  particularly  important  for  workloads  involv-
 ing  rolling  or  repeated  retraining.  A  one-  off  accuracy  benchmark
 may  hide  the  cumulative  cost  of  repeatedly  rebuilding  feature
 matrices,  fitting  models,  validating  configurations,  and  generat-
 ing  predictions.  Runtime-aware  evaluation  is  therefore  closer  to
 a  systems  benchmark  than  to  a  conventional  statistical  compari-
 son:  it  must  measure  execution  time,  variability  across  runs,  pre  -
 diction  latency,  and  the  pipeline’s  sensitivity  to  workload  size.
 Hyperparameter-  and  resource-aware  optimization  studies  sim-
 ilarly  show  that  model  selection  should  account  for  the  compu-
 tational  budget,  random-  search  baselines,  surrogate  modeling,
 and  early  stopping,  rather  than  treating  all  candidate  configura-
 tions  as  equally  affordable  [

 

19  –  22].  The  present  study  follows  this
 systems-  oriented  view  by  evaluating  financial  ML  as  a  repeated
 workload  whose  utility  must  be  interpreted  jointly  with  compu-
 tational  cost.
 

2.2  |  Computational  Characteristics
 of  Gradient-Boosted  Tree  Models
 

Gradient-boosted  tree  models  are  attractive  for  high-  dimensional
 tabular  workloads  because  they  often  achieve  strong  predictive

 performance  while  remaining  efficient.  Their  methodological
 foundation  follows  gradient  boosting  as  functional  gradient
 descent  over  additive  tree  ensembles  [

 

23].  XGBoost  is  a  promi-
 nent  scalable  implementation:  it  introduced  a  regularized
 tree-boosting  system  with  sparsity-aware  split  finding,  weighted
 quantile  sketching,  cache-aware  computation,  and  support  for
 parallel  and  distributed  execution  [

 

24].  Later  systems  such  as
 LightGBM  and  CatBoost  further  emphasize  histogram-based
 learning,  leaf-wise  growth,  handling  of  categorical  features,
 and  unbiased  boosting  strategies  for  efficient  tabular  predic-
 tion  [

 

25,  26].  Comparative  reviews  confirm  that  the  empirical
 strength  of  boosting  comes  with  implementation-  dependent
 computational  trade-  offs  rather  than  cost-free  accuracy
 improvements  [

 

3].
 

These  characteristics  make  XGBoost  a  natural  candidate  for
 production-  oriented  ML  pipelines  that  must  balance  predictive
 utility  and  computational  feasibility.  Several  workload  and  model
 parameters  nevertheless  shape  XGBoost’s  computational  cost.
 Training  costs  depend  on  the  number  of  observations,  the  num-
 ber  of  features,  the  tree  depth,  the  number  of  boosting  rounds,
 the  split-  search  procedure,  the  subsampling  choices,  and  the  par-
 allel  execution  strategy.  The  related  literature,  therefore,  moti-
 vates  evaluating  boosted  trees  not  only  as  statistical  predic-
 tors  but  also  as  configurable  computational  workloads  whose
 runtime  and  memory  behavior  respond  to  controllable  design
 choices.

Concurrency  and  Computation: Practice  and  Experience,  2026  3  of  26 
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2.3  |  Feature  Dimensionality,  Temporal  Depth,
 and  Workload  Reduction
 

In  a  high-  dimensional  tabular  pipeline,  the  number  of
 retained  features  affects  data  loading,  matrix  construction,
 split  evaluation,  memory  access,  and  prediction  traversal,  while
 in  a  long-panel  setting,  the  temporal  training  window  length
 determines  how  many  observations  are  included  in  each
 retraining  cycle.  Both  quantities,  therefore,  influence  runtime,
 memory  footprint,  and  the  cost  of  repeated  execution.  Classical
 feature-  selection  research  frames  dimensionality  reduction  as
 a  way  to  remove  irrelevant  variables,  reduce  variance,  improve
 generalization,  or  support  interpretation  [

 

27,  28].  In  streaming
 and  non-  stationary  settings,  adaptive  windows  and  concept-  drift
 studies  show  that  older  observations  may  become  less  useful
 when  the  data-  generating  process  changes,  motivating  explicit
 control  over  the  temporal  span  used  for  learning  [

 

29,  30].
 

This  paper  treats  feature  count  and  temporal  depth  as  compu-
 tational  variables  rather  than  interpretability  devices.  Standard
 feature  selection  usually  aims  to  improve  statistical  performance,
 reduce  noise,  or  produce  a  more  interpretable  model.  Standard
 temporal  truncation  is  often  used  to  test  robustness  across  sam-
 ple  periods  or  to  address  non-  stationarity.  These  approaches  are
 useful  but  incomplete  for  a  systems  paper  unless  they  are  embed-
 ded  in  a  cost-aware  optimization  framework.  A  reduced  fea-
 ture  set  or  shorter  training  window  is  computationally  valuable
 only  if  it  preserves  sufficient  retained  utility  while  reducing  exe  -
 cution  time,  memory  footprint,  or  retraining  cost.  Therefore,
 the  proposed  framework  evaluates  dimensionality  and  tempo  -
 ral  depth  through  cost-normalized  utility  rather  than  through  a
 finance-  specific  interpretation.
 

2.4  |  Memory  Footprint,  Parallel  Efficiency,
 and  HPC-Based  ML  Benchmarking
 

Reporting  execution  time  alone  is  not  sufficient  for  systems-level
 evaluation.  Memory  footprint  determines  whether  a  workload
 fits  within  a  target  machine,  whether  multiple  runs  can  be
 executed  concurrently,  and  whether  parallel  execution  creates
 resource  contention.  Peak  memory  is  especially  important  for
 tree-based  models  because  intermediate  data  structures,  split
 statistics,  and  repeated  training  windows  can  increase  mem-
 ory  pressure  even  when  prediction  latency  remains  small.
 HPC-  oriented  benchmarking  research  has  long  emphasized
 that  benchmark  design,  middleware,  scheduling,  and  platform
 selection  determine  whether  a  parallel  workload  is  practically
 deployable  [

 

31].  Task-based  runtime  systems  such  as  StarPU
 further  illustrate  that  scheduling  and  heterogeneous-resource
 management  are  central  to  performance,  not  incidental  imple  -
 mentation  choices  [

 

32].  Recent  cloud-HPC  cost  studies  extend
 this  view  to  AWS-based  execution,  where  performance  must
 be  interpreted  together  with  monetary  cost  and  instance
 selection  [

 

33].
 

Parallel  speed-up  and  parallel  efficiency  provide  additional  infor-
 mation  about  scalability.  A  workload  may  become  faster  when
 more  central  processing  unit  (CPU)  cores  are  allocated.  Still,  sub  -
 linear  speed-up  can  arise  from  synchronization,  scheduling  over-
 head,  memory-bandwidth  limits,  serial  sections  of  the  algorithm,

 and  workload  imbalance.  Classical  parallel-performance  anal-
 ysis  shows  that  speed-up  is  bounded  by  the  non-parallelizable
 component  of  a  computation  [

 

34],  while  scaled-  speed-up  argu-
 ments  explain  why  larger  workloads  may  benefit  differently  from
 added  processors  [

 

35].  Modern  ML  benchmarking  efforts  simi-
 larly  emphasize  reproducible  system-level  measurement,  includ-
 ing  training  time,  hardware  use,  scaling  behavior,  and  imple  -
 mentation  constraints  [

 

36,  37].  For  this  reason,  the  present  paper
 reports  memory  footprint,  runtime  scalability,  parallel  speed-up,
 and  parallel  efficiency  in  addition  to  training  and  prediction  time.
 These  measures  are  needed  to  determine  whether  adaptive  opti-
 mization  improves  the  pipeline’s  deployability  rather  than  merely
 changing  a  single  timing  parameter.
 

2.5  |  Positioning  Against  Finance-  Oriented
 and  Interpretation-  Oriented  Studies
 

The  paper  is  related  to  empirical  financial  ML  studies  only
 insofar  as  asset  pricing  provides  the  validation  data. Prior
 work  in  this  area  has  primarily  evaluated  predictive  perfor-
 mance,  return  predictability,  or  portfolio-level  utility  [

 

4  –  6,
 38,  39].  Related  asset-pricing  studies  also  use  nonlinear  or
 high-  dimensional  methods  to  model  characteristic  interactions,
 construct  return  cross-  sections,  or  shrink  large  sets  of  predic-
 tors  [

 

40  –  42].  Open-  source  characteristic  libraries  further  demon-
 strate  the  scale  and  reproducibility  challenges  created  by  hun-
 dreds  of  return  predictors  [

 

43].  Still,  they  do  not  make  compu-
 tational  cost,  memory  footprint,  parallel  efficiency,  or  repeated
 workload  execution  the  central  methodological  contribution.
 This  study  differs  by  treating  the  asset-pricing  pipeline  as  a
 high-  dimensional  systems  workload  and  by  making  cost-aware
 optimization  the  main  object  of  study.
 

The  paper  is  also  separate  from  interpretation-  oriented  analyses
 whose  primary  objective  is  to  interpret  model  behavior  or  rank
 predictors  for  substantive  interpretation.  In  the  present  frame  -
 work,  however,  feature  thresholds,  temporal-window  lengths,
 model-  complexity  settings,  and  stopping  rules  are  treated  as
 workload-  control  variables.  Its  novelty  lies  in  computational
 feedback-  driven  adaptation:  configurations  are  selected  based  on
 runtime,  prediction  latency,  memory  footprint,  feature  dimen-
 sionality,  temporal  depth,  model  complexity,  and  marginal  utility
 per  unit  of  computation.
 

3  |  Computational  Motivation  and  Workload
 Characteristics
 

Empirical  asset  pricing  provides  a  demanding  test  case  for
 computationally  efficient  ML  because  the  workload  combines
 high  dimensionality,  long  temporal  depth,  repeated  model  exe  -
 cution,  and  latency-  sensitive  prediction.  The  objective  of  this
 paper  is  not  to  make  a  finance-  specific  claim  about  the  eco  -
 nomic  interpretation  of  individual  predictors,  but  to  use  this
 setting  as  a  realistic  workload  on  which  cost-aware  optimiza-
 tion  can  be  evaluated.  The  data  matrix  is  large  in  both  direc-
 tions:  each  monthly  cross-  section  contains  many  firm-level  char-
 acteristics,  and  the  historical  panel  spans  several  decades,  pro  -
 viding  a  useful  stress  test  for  algorithms’  runtime  and  memory
 behavior. 
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The  first  core  computational  challenge  faced  by  ML  models
 trained  on  hundreds  of  enterprise-level  features  is  the  high
 feature  dimensionality.  These  models  must  repeatedly  process
 high-  dimensional  feature  matrices,  and  tree-based  methods  such
 as  XGBoost  incur  a  sharp  increase  in  computational  and  stor-
 age  costs  as  the  scale  of  features  grows.  Feature-  dimensionality  is
 therefore  not  only  a  statistical  modeling  issue;  it  is  a  controllable
 workload  parameter  that  directly  affects  training  time,  predic-
 tion  latency,  cache  behavior,  and  memory  use.  A  systems-aware
 pipeline  should  be  able  to  decide  whether  the  marginal  utility  of
 additional  features  justifies  their  computational  burden.
 

The  second  challenge  is  temporal  depth.  Long  historical  panels
 increase  the  number  of  training  observations  and  can  raise  both
 runtime  and  memory  pressure.  In  rolling  out-  of-  sample  evalua-
 tion,  the  training  window  is  repeatedly  reconstructed  or  updated,
 and  the  model  is  retrained  across  multiple  evaluation  periods.
 A  longer  temporal  window  may  provide  more  information,  but
 it  also  increases  data  loading,  preprocessing,  and  fitting  time,  as
 well  as  peak  memory  requirements.  Temporal  window  length  is
 therefore  treated  in  this  study  as  a  training-  depth  control  variable
 rather  than  merely  as  a  finance-motivated  sample-period  choice.
 

The  third  challenge  is  the  repeated  execution  of  workloads.
 Out-  of-  sample  financial  ML  pipelines  are  rarely  executed  once.
 They  typically  require  repeated  training,  validation,  prediction,
 and  portfolio-  evaluation  steps  across  rolling  or  expanding  win-
 dows.  This  repetition  amplifies  even  moderate  inefficiencies:  a
 small  increase  in  per-run  training  time  or  memory  footprint  can
 become  substantial  when  multiplied  across  algorithms,  configu-
 rations,  windows,  and  repeated  runs.  For  this  reason,  the  paper
 separates  one-  off  model  quality  from  the  cost  of  repeated  pipeline
 execution. 

Training  time  and  prediction  time  are  measured  separately
 because  they  represent  different  computational  costs.  Training
 time  captures  the  cost  of  fitting  the  model,  including  tree  con-
 struction,  evaluation  of  candidate  splits,  and  optimization  of
 model  parameters.  Prediction  time  captures  the  cost  of  applying
 the  trained  model  to  new  observations,  which  is  relevant  when
 forecasts  must  be  generated  repeatedly  after  each  retraining  cycle.
 A  configuration  may  be  acceptable  for  offline  training  but  unsuit-
 able  for  frequent  deployment  if  prediction  latency  is  excessive;
 conversely,  a  model  with  fast  prediction  may  still  be  impractical
 if  retraining  is  too  expensive.
 

Memory  footprint  is  an  additional  deployment  and  scalability
 constraint.  Peak  memory  footprint  determines  whether  a  work-
 load  can  be  executed  on  a  given  machine,  how  many  configura-
 tions  can  be  evaluated  concurrently,  and  whether  parallel  execu-
 tion  causes  resource  contention.  Memory  pressure  is  especially
 relevant  when  feature-  dimensionality,  temporal-window,  and
 model-  complexity  controls  are  considered  together.  A  cost-aware
 optimization  framework  must  therefore  evaluate  memory  foot-
 print  alongside  runtime  and  predictive  utility.
 

Parallel  execution  and  CPU  utilization  are  also  central  to
 the  systems-level  interpretation  of  the  workload.  XGBoost  and
 related  tree-based  methods  can  exploit  multi-  core  computation,
 but  speedups  are  not  necessarily  linear  due  to  synchroniza-
 tion  costs,  memory  bandwidth  limits,  scheduling  overheads,  and

 workload  imbalance.  Parallel  speed-up  and  parallel  efficiency,
 therefore,  provide  information  that  raw  runtime  cannot  capture.
 They  indicate  whether  additional  cores  are  being  used  effectively
 and  whether  the  optimized  workload  scales  under  realistic  com-
 pute  constraints.
 

4  |  Computational  Framework
 and  Experimental  Protocol
 

The  methodological  objective  is  to  optimize  a  high-  dimensional
 financial  ML  pipeline  as  a  computational  workload  rather
 than  merely  to  compare  forecasting  models.  We  model
 one-month-ahead  stock  excess  returns  using  supervised  learning,
 but  the  central  design  problem  is  systems-  oriented:  for  a  given
 predictive  workload,  how  can  execution  time,  memory  footprint,
 temporal  training  depth,  feature-  dimensionality,  model  complex-
 ity,  and  parallel  efficiency  be  controlled  while  retaining  adequate
 application-level  utility?  Let  .𝑅

 𝑖,𝑡+1   be  the  excess  return  of  stock
 .𝑖  at  date  .𝑡  +  1 ,  and  let  .𝒛

 𝑖,𝑡  ∈  ℝ 𝑁   denote  the  vector  of  predictive
 characteristics,  where  .𝑁  =  209 .  The  underlying  prediction  func-
 tion  is  estimated  through  a  rolling  out-  of-  sample  pipeline,  but
 model  configurations  are  assessed  using  both  application  metrics
 and  computational  telemetry.
 

The  proposed  Cost-Aware  Adaptive  Optimization  framework  pro  -
 ceeds  in  three  stages.  First,  we  profile  a  benchmark  set  of
 linear  and  nonlinear  ML  algorithms  to  establish  the  baseline
 runtime  –  utility  landscape  of  the  workload.  Training  time,  pre  -
 diction  time,  memory  footprint,  and  repeated-run  variability  are
 recorded  in  a  controlled  high-performance  computing  environ-
 ment,  while  out-  of-  sample  .𝑅 2  ,  MSE,  and  long-  short  portfolio
 Sharpe  ratios  are  used  only  as  application-level  validation  mea-
 sures.  Second,  XGBoost  is  selected  as  the  optimization  target
 because  it  provides  a  strong  baseline  trade-  off  between  predic-
 tive  utility  and  computational  feasibility.  Third,  the  framework
 adaptively  adjusts  feature  dimensionality  and  temporal  window
 depth  and  evaluates  each  configuration  based  on  marginal  utility
 per  unit  of  computation  rather  than  predictive  accuracy  alone.
 

This  formulation  intentionally  differs  from  conventional  fea-
 ture  selection,  temporal  truncation,  and  hyperparameter  tun-
 ing.  Feature-  dimensionality  control  is  treated  as  workload-  size
 adaptation  under  runtime  and  memory  constraints  rather  than
 as  finance-factor  interpretation.  Temporal-window  control  is
 treated  as  a  mechanism  for  regulating  training  depth  and  com-
 putational  load,  not  simply  as  a  sample-period  robustness  check.
 Model-  complexity  choices  are  evaluated  by  cost-normalized  util-
 ity  rather  than  only  by  validation  loss.
 

Figure
 

1  depicts  the  proposed  system-  oriented  framework  for
 runtime,  resource,  and  utility-aware  execution.
 

4.1  |  Benchmark  Model  Set  and  Computational
 Profiles
 

The  benchmark  model  set  is  selected  to  span  distinct  algorithmic
 families  and  computational  profiles,  rather  than  to  provide  only
 a  predictive  comparison.  Linear,  ridge,  and  lasso  regression  are
 included  as  low-  complexity  baselines  with  comparatively  small
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FIGURE  1  |  Cost-aware  adaptive  optimization for  scalable  financial  ML.
 

training  and  memory  requirements.  A  decision  tree  is  included
 as  a  single-tree  nonlinear  baseline  whose  cost  is  determined  by
 recursive  split  search,  without  ensemble  aggregation.  Random
 forests  are  bagging-based  ensembles  with  substantial  paralleliza-
 tion  potential.  However,  this  advantage  can  come  at  the  cost  of
 higher  memory  use  and  training  time,  as  many  trees  are  stored
 and  evaluated.  Gradient  boosting  is  included  as  a  sequential
 boosting  baseline  in  which  later  trees  depend  on  earlier  residual
 structure,  limiting  some  forms  of  parallelism.
 

XGBoost  is  included  as  an  optimized  gradient-boosted  tree
 implementation  with  strong  expected  cost  –  utility  behavior
 on  high-  dimensional  tabular  data.  Support  vector  machines
 remain  high-  cost  nonlinear  benchmarks  whose  training  can
 become  expensive  as  the  number  of  observations  increases.
 K  -nearest  neighbors  is  included  as  a  lazy-learning  baseline:
 it has  low  model-fitting  cost  but  can  incur  high  prediction
 cost  because  predictions  require  distance  computations  against
 stored  observations.  Neural  network  configurations  are  itera-
 tive,  optimization-based  models  whose  computational  behav-
 ior  depends  on  the  architecture,  the  number  of  parameters,
 the  number  of  training  iterations,  and  the  convergence  proper-
 ties.  This  model  set  therefore  supports  workload  profiling  across
 low-  complexity  statistical  baselines,  single-tree  methods,  ensem-
 ble  methods,  kernel-based  learning,  lazy  learning,  and  iterative
 neural  optimization.
 

4.2  |  Cost-Aware  Adaptive  Optimization
 

We  define  the  financial  ML  pipeline  as  a  repeated
 supervised-learning  workload  

.  =
 {

 
 (𝑟)
 train  ,  

 (𝑟)
 val  ,  

 (𝑟)
 test

 }
 𝑅

 𝑟=1
 , (1)

 where  .𝑟  indexes  rolling  out-  of-  sample  executions.  Each  execu-
 tion  trains  an  XGBoost  model  on  a  selected  feature  subset  and
 temporal  window,  validates  the  configuration,  and  generates  pre  -
 dictions  for  the  next  evaluation  period.  The  optimization  problem
 is  to  select  a  configuration  that  preserves  sufficient  predictive  and
 application-level  utility  while  reducing  execution  cost  and  mem-
 ory  footprint.
 

Let  .𝜃  =  (𝜏  ,  𝐿,  𝜓  ,  𝑠)  denote  a  candidate  configuration.  The  deci-
 sion  variable  .𝜏   is  the  feature-  dimensionality  threshold  used  to
 determine  the  retained  feature  set  .

 𝜏  ⊆    ;  .𝐿  is  the  temporal
 training-window  length;  .𝜓   denotes  XGBoost  model-  complexity
 parameters  such  as  the  number  of  estimators,  maximum
 depth,  learning  rate,  subsampling  rate,  and  column-  sampling
 rate;  and  .𝑠  is  a  computational  stopping  threshold  used  to
 terminate  the  search  when  additional  complexity  no  longer
 provides  sufficient  marginal  benefit.  They  define  a  compu-
 tational  search  grid  over  progressively  smaller  feature  sets,
 allowing  the  framework  to  trace  the  cost  –  utility  response  as
 feature-  dimensionality  decreases.  For  a  configuration  .𝜃  ,  predic-
 tive  utility  is  represented  by  out-  of-  sample  .𝑅 2  (𝜃  )  and  .MSE(𝜃  ) .
 In  contrast,  downstream  application-level  utility  is  represented
 by  the  validation-portfolio  Sharpe  ratio,  denoted  .SR(𝜃  ) .  These
 terms  are  used  as  application-level  retained-utility  measures  in
 the  cost-normalized  objective. 

The  computational  cost  of  configuration  .𝜃   is  defined  as.  

.𝐶  (𝜃  )  =  𝛼  𝑇
 train  (𝜃  )  +  𝛽  𝑇 pred  (𝜃  )  +  𝛾  M(𝜃  )  +  𝛿  Ω(𝜓  ), (2)

 where  .𝑇
 train  (𝜃  )  is  training  time,  .𝑇

 pred  (𝜃  )  is  prediction  time,  .𝑀  (𝜃  )  is
 peak  memory  footprint,  and  .Ω(𝜓  )  is  a  model-  complexity  penalty.
 The  non-negative  weights  .𝛼  ,  .𝛽  ,  .𝛾  ,  and  .𝛿   allow  the  cost  function  to
 represent  different  deployment  priorities,  such  as  faster  retrain-
 ing,  lower  prediction  latency,  or  reduced  memory  pressure.
 

6  of  26  Concurrency  and  Computation:  Practice  and  Experience,  2026  

 15320634, 2026, 15, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1002/cpe.70881 by um

it dem
irbaga - T

urkey C
ochrane E

vidence A
id , W

iley O
nline L

ibrary on [28/07/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



The  retained  utility  of  a  configuration  is  measured  relative  to  a
 baseline  XGBoost  model,  .𝜃

 0  ,  trained  on  the  full  feature  set  and
 the  reference  temporal  window.  We  define  a  combined  utility
 score  as.  

.𝑈  (𝜃  )  =  𝜆
 1  𝑅

 2
 (𝜃  )  −  𝜆

 2  MSE(𝜃  )  +  𝜆
 3  SR(𝜃  ), (3)

 where  .𝜆
 1  ,  .𝜆 2  ,  and  .𝜆

 3   control  the  relative  importance  of  predic-
 tive  fit,  prediction  error,  and  downstream  application  utility.  The
 cost-normalized  optimization  objective  is  then.  

.𝜃  ∗  =  arg  max
 𝜃  ∈Θ

 𝑈  (𝜃  )
𝐶  (𝜃  )  +  𝜀

 , (4)

 subject  to  

.
𝑈  (𝜃  )
𝑈

 (
 𝜃

 0
 )  ≥  𝜌,  𝑇

 train  (𝜃  )  +  𝑇 pred  (𝜃  )  ≤  𝐵 𝑇  ,  𝑀  (𝜃  )  ≤  𝐵 𝑀  , (5)

 where  .𝜌   is  the  minimum  retained-utility  threshold,  .𝐵
 𝑇   is  the  max-

 imum  runtime  budget,  .𝐵
 𝑀   is  the  maximum  memory  budget,  and

 .𝜀  is  a  small  positive  constant  for  numerical  stability.
 

A  marginal-utility-per-  computation  rule  can  also  be  used  to  stop
 adding  to  the  workload’s  complexity.  For  two  successive  configu-
 rations  .𝜃

 𝑘   and  .𝜃
 𝑘+1   that  increase  feature-  dimensionality,  temporal

 depth,  or  model  complexity,  the  marginal  gain  is.  

.Δ
 𝑘+1  =

 𝑈
 (

 𝜃
 𝑘+1

 )
 −  𝑈

 (
 𝜃

 𝑘

 )
𝐶

 (
 𝜃

 𝑘+1
 )

 −  𝐶
 (

 𝜃
 𝑘

 )
 +  𝜀

 . (6)
 

In  the  empirical  implementation,  all  cost  and  utility  components
 are  normalized  before  computing  the  cost-aware  score.  We  use
 a  deployment-neutral  equal-weight  setting,  so  the  objective  does
 not  privilege  a  single  metric  such  as  accuracy,  runtime,  prediction
 latency,  or  memory  use.  The  search  can  stop  adding  complexity
 when  .Δ

 𝑘+1  <  𝑠 ,  indicating  that  the  retained  utility  gain  does  not
 justify  the  additional  computational  cost.
 

Algorithm
 

1  summarizes  the  cost-aware  selection  mecha-
 nism  used  in  the  proposed  framework.  The  procedure  first  fits
 a  reference  XGBoost  model  on  the  full  workload  to  establish
 a  baseline  for  utility  and  computational  cost.  It  then  evaluates
 candidate  workloads  formed  by  combining  feature  thresholds,
 temporal-window  lengths,  and  XGBoost  configurations.  Each
 candidate  is  retained  only  if  it  preserves  the  required  share  of
 baseline  utility  and  satisfies  the  runtime  and  memory  budgets.
 Among  the  retained  candidates,  the  algorithm  selects  the  config-
 uration  with  the  highest  utility  per  unit  of  computational  cost.
 The  selected  model  is  therefore  not  necessarily  the  most  complex
 or  the  most  accurate  in  isolation;  it  is  the  feasible  configuration
 that  provides  the  best  cost  –  utility  trade-  off  for  repeated  financial
 ML  execution.
 

4.3  |  Financial  Prediction  Task
 

The  prediction  task  follows  a  supervised  learning  formulation  for
 one-month-ahead  excess  stock  returns.  For  stock  .𝑖   at  month  .𝑡 ,  let
 .𝑅

 𝑖,𝑡+1   denote  the  next-month  excess  return  and  let  .𝑧
 𝑖,𝑡   denote  the

 vector  of  firm  characteristics  observed  at  time  .𝑡 .  The  prediction
 model  is  written  as  

ALGORITHM  1  |  Cost-aware  adaptive  XGBoost  Optimization.
 

Input:  Training  and  validation  data;
 

feature  thresholds  .  ;
 

temporal  windows  .  ;
 

XGBoost  configurations  .Ψ  ;
 

runtime  budget  .𝐵
 𝑇  ; 

memory  budget  .𝐵
 𝑀  ; 

utility  threshold  .𝜌. 
Output:  the  best  feasible configuration  .𝜃  ⋆  
1:  Fit  baseline  model  .𝜃

 0   using  the  full  feature  set
 and  reference window

 

2:  Compute  baseline  utility  .𝑈
 (

 𝜃
 0

 )
  and  cost  .𝐶

 (
 𝜃

 0

 )
 

3:  Initialise  feasible  set  .  ←  Ø 
4:  for  all .(𝜏  ,  𝐿,  𝜓  )  ∈    ×    ×  Ψ 
5:  Build  candidate  .𝜃  =

 (
 

 𝜏  ,  𝐿,  𝜓
 )

 

6:  Train  and  validate  .𝜃   on  the  rolling  workload
 

7:  Measure  .𝑈  (𝜃  )  ,  .𝑇  (𝜃  )  ,  .𝑀  (𝜃  )  ,  and  .𝐶  (𝜃  )  
8:  if  .𝜃   satisfies  the  utility, runtime,  and

 memory  constraints  then
 

9:  Add  .𝜃   to  .   with  its  cost-normalized score
 

10:  end  if
 

11:  end  for
 

12  if  .  =  Ø  then
 

13:  return  baseline  configuration  .𝜃
 0  

14:  end  if
 

15:  Select  .𝜃  ⋆   with  the  highest  cost-normalized
 score

 

16:  return  .𝜃  ⋆  ,  .𝑈
 (

 𝜃  ⋆
 )

 ,  .𝑇
 (

 𝜃  ⋆
 )

 ,  and  .𝑀
 (

 𝜃  ⋆
 )

 

.𝑅
 𝑖,𝑡+1  =  𝐸 𝑡

 (
 𝑅

 𝑖,𝑡+1
 )

 +  𝜖
 𝑖,𝑡+1  , (7)

 

.𝐸
 𝑡

 (
 𝑅

 𝑖,𝑡+1
 )

 =  𝑔  ∗
 (

 𝑧
 𝑖,𝑡

 )
 . (8)

 

Within  the  present  study,  this  formulation  defines  the  prediction
 target  for  the  computational  workload.  The  vector  .𝑧

 𝑖,𝑡   supplies  the
 high-  dimensional  input  matrix  on  which  feature-  dimensionality
 control  operates,  while  the  rolling  estimation  of  .𝑔  ∗  (.)  supplies  the
 repeated  training  and  prediction  cycles  used  to  evaluate  runtime,
 memory  footprint,  and  retained  utility.
 

4.4  |  Rolling  Out-  Of-  Sample  Design
 and  Validation  Logic
 

The  empirical  workload  is  evaluated  through  a  rolling
 out-  of-  sample  design. For  each  rolling  execution  .𝑟 ,  the  his-
 torical  data  available  up  to  the  relevant  decision  date  is  split  into
 training  and  validation  windows,  and  the  following  test  window
 is  held  out  until  the  final  evaluation  step.  The  training  window
 is  used  for  preprocessing,  imputation  fitting,  model  fitting,  and
 candidate  model  construction.  The  validation  window  is  used
 to  compare  candidate  configurations,  compute  retained-utility
 measures,  and  apply  the  cost-aware  selection  rule.  The  test
 window  is  used  only  after  a  configuration  has  been  selected  and
 provides  the  final  out-  of-  sample  predictive  and  application-level
 evaluation  for  that  rolling  execution.
 

All  preprocessing,  imputation,  feature  screening,
 temporal-window  selection,  model  fitting,  and  hyperparam-
 eter  or  cost-aware  configuration  decisions  are  performed  using
 only  information  available  within  the  training  and  validation
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 15320634, 2026, 15, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1002/cpe.70881 by um

it dem
irbaga - T

urkey C
ochrane E

vidence A
id , W

iley O
nline L

ibrary on [28/07/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



windows.  The  test  window  is  not  used  to  select  features,  tune
 parameters,  choose  temporal  depth,  construct  imputation  rules,
 estimate  feature  thresholds,  or  decide  the  adaptive  XGBoost
 configuration.  This  design  makes  the  repeated  pipeline  a  realistic
 computational  workload  and  avoids  mixing  model-  selection
 information  with  final  evaluation  information.
 

4.4.1  |  Look-Ahead  Bias  Control
 

The  pipeline  is  designed  to  avoid  look-ahead  bias.  No  future
 returns,  future  feature  values,  full-  sample  feature  rank-
 ings,  full-  sample  imputations,  or  test-period  information  are
 used  during  model  training,  feature-  dimensionality  control,
 temporal-window  selection,  or  adaptive  XGBoost  optimization.
 In  each  rolling  execution,  imputation  rules,  feature  thresholds,
 temporal-window  choices,  and  model-  complexity  decisions  are
 estimated  using  only  the  information  available  at  that  point  in
 the  rolling  training  and  validation  sequence.
 

4.5  |  Measurement  of  Execution  Time
 

Execution  time  is  the  wall-  clock  time  required  to  complete  the
 relevant  stages  of  the  ML  pipeline  for  a  given  workload  con-
 figuration.  We  report  training  time  and  prediction  time  sepa-
 rately  because  they  correspond  to  different  operational  bottle  -
 necks.  Training  time  measures  the  cost  of  fitting  the  model  dur-
 ing  each  rolling  execution,  whereas  prediction  time  measures  the
 cost  of  applying  the  fitted  model  to  the  evaluation  set.  This  sep  -
 aration  allows  the  analysis  to  distinguish  configurations  that  are
 expensive  to  retrain  from  those  that  are  expensive  to  deploy. 

We  examine  10  ML  algorithms  on  the  stock-level  panel  workload
 and  run  each  execution  five  times  to  quantify  runtime  variability.
 The  repeated-run  protocol  is  used  not  only  for  statistical  stabil-
 ity  but  also  to  assess  the  consistency  of  computational  behavior
 under  the  same  workload.  Where  relevant,  the  later  scalability
 experiments  extend  this  timing  protocol  by  considering  mem-
 ory  footprint,  runtime  growth,  parallel  speed-up,  and  parallel
 efficiency.
 

4.6  |  Data
 

The  monthly  equity  returns  are  obtained  from  the  Centre  for
 Research  in  Security  Prices  (CRSP)  database  {https://www.crsp.
org/}.  We  include  all  U.S.  firms  listed  on  the  New  York  Stock
 Exchange  (NYSE),  American  Stock  Exchange  (AMEX),  and  Nas-
 daq  Stock  Market  (NASDAQ).  The  sample  period  spans  March
 1957  to  December  2022,  providing  a  long  temporal  panel  for
 repeated  training-window  construction.  We  use  the  one-month
 Treasury  bill  rate  from  CRSP  as  a  proxy  for  the  risk-free  rate  and
 compute  equity  excess  returns  accordingly. 

The  input  matrix  contains  209  firm-level  predictive
 characteristics,

 

1
 which  define  the  high-  dimensional  feature

 space  of  the  computational  workload  and  provide  the  basis
 for  evaluating  feature-  dimensionality  control  as  a  runtime  and
 memory  optimization  mechanism  [

 

43]. 

Missing  values  are  handled  before  model  fitting  because
 incomplete  observations  affect  both  predictive  validity  and

 computational  execution.  We  use  k  -nearest  neighbors  (k  -NN)
 imputation  as  the  main  strategy  because  it  preserves  local  struc-
 ture  in  the  high-  dimensional  financial  panel  by  estimating  miss-
 ing  values  from  neighboring  observations  rather  than  replacing
 them  with  a  global  location  statistic.  The  method  is,  however,
 computationally  more  expensive  than  mean  or  median  impu-
 tation  because  it  requires  distance  calculations  in  the  feature
 space  and  can  incur  non-trivial  preprocessing  costs  when  applied
 repeatedly  across  rolling  windows.
 

Imputation  is  treated  as  part  of  the  controlled  preprocessing
 pipeline.  To  avoid  information  leakage,  imputation  rules  are  fit-
 ted  within  the  training  window  of  each  rolling  execution  and  then
 applied  to  the  corresponding  validation  and  test  data  using  only
 information  available  at  that  point  in  the  sequence.  The  reported
 model-  execution  times  focus  on  fitting  and  prediction  after  pre  -
 processing,  as  described  in  the  runtime  protocol;  Figure

 

7  reports
 the  preprocessing  cost  for  imputation  separately  within  the  sen-
 sitivity  analysis.
 

Alternative  imputation  strategies  are  evaluated  to  sepa-
 rate  the  predictive  effect  of  missing-value  treatment  from
 the  computational  effect  of  repeated  preprocessing.  The
 imputation-  sensitivity  experiment  was  conducted  under  the
 same  rolling  no-look-ahead  protocol  and  is  reported  in  Section

 

5.3
and  Figure

 

7.  The  comparison  evaluates  mean,  median,  k  -nearest
 neighbors,  and  MICE  imputation  in  terms  of  retained  pre  -
 dictive  utility,  application-level  utility,  and  preprocessing
 cost.
 

4.7  |  Experimental  Setup  and  Reproducibility
 Protocol
 

The  experimental  protocol  is  designed  to  support  a
 computing-  oriented  evaluation  of  the  proposed  framework.
 In  addition  to  predictive  and  application-level  utility,  the  pro  -
 tocol  records  runtime,  prediction  time,  memory  footprint,
 CPU-utilization  records,  parallel  scaling  behavior,  repeated-run
 variability,  and  configuration-level  reproducibility.  The  recorded
 logs  provide  the  basis  for  the  systems-level  results  reported
 later;  derived  quantities  such  as  speed-up,  parallel  efficiency,
 and  cost-normalized  summaries  are  computed  from  these
 measurements.
 

4.7.1  |  Hardware  and  Cloud  Configuration
 

All  experiments  are  executed  in  an  Amazon  Web  Services
 (AWS)-based  HPC  environment  configured  with  64  CPU  cores
 and  1  terabyte  (TB)  of  main  memory.  This  large-memory  setting
 allows  the  peak  memory  footprint  to  be  observed  without  prema-
 turely  terminating  larger  baseline  configurations.
 

The  hardware  platform  is  kept  fixed  to  isolate  the  effect  of
 workload  design  and  CPU-  core  allocation  on  execution  behav-
 ior.  The  study  does  not  claim  to  benchmark  across  different  AWS
 instance  families,  processor  architectures,  GPU  accelerators,  or
 memory-  capacity  classes.  The  core-  scaling  experiment  should
 instead  be  interpreted  as  a  controlled  resource-  configuration
 benchmark  within  the  same  HPC  environment,  which  avoids
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confounding  hardware-  class  effects  with  the  algorithmic  and
 workload-level  effects  studied  in  this  paper.
 

4.7.2  |  Software  Environment  and  Implementation
 Details
 

All  models  are  implemented  in  Python  using  standard
 ML  and  scientific-  computing  libraries,  including  NumPy,
 pandas,  scikit-learn,  and  XGBoost.  Software  versions  and
 operating-  system  details  are  fixed  across  experimental  runs
 and  recorded  as  part  of  the  reproducibility  protocol.  Linear
 models,  tree-based  models,  support  vector  machines,  k  -nearest
 neighbors,  and  neural  network  baselines  are  implemented  using
 the  corresponding  standard  library  interfaces.  XGBoost  config-
 urations  are  executed  through  the  Python  XGBoost  interface,
 with  thread-level  parallelism  controlled  through  the  relevant
 core-  count  parameter  during  the  scaling  experiments.
 

4.7.3  |  Runtime  Measurement  Protocol
 

Runtime  is  measured  using  wall-  clock  time  for  each  model  run.
 Training  time,  denoted  .𝑇

 train  ,  is  the  elapsed  time  required  to  fit  the
 model  on  the  selected  training  window  and  feature  set.  Prediction
 time,  denoted  .𝑇

 pred  ,  is  the  elapsed  time  required  to  generate  pre  -
 dictions  on  the  evaluation  data  after  the  model  has  been  fitted.
 Total  execution  time  is  defined  as  

.𝑇
 exec  =  𝑇 train  +  𝑇 pred  . (9)

 

The  timing  protocol  focuses  on  model  execution  after  preprocess-
 ing.  It  includes  model  fitting  and  prediction  but  excludes  raw  data
 acquisition  and  data  download.
 

4.7.4  |  Memory-Footprint  Measurement  Protocol
 

Peak  memory  footprint  is  defined  as  the  maximum  memory  con-
 sumed  during  model  execution  for  a  given  configuration.  Mem-
 ory  footprint  is  recorded  during  model  execution  because  run-
 time  alone  does  not  determine  whether  a  workload  is  deployable
 or  scalable.  Memory  is  therefore  evaluated  alongside  runtime  for
 the  full  XGBoost,  tuned  XGBoost,  and  adaptive  XGBoost  config-
 urations,  and  the  reported  memory-footprint  values  in  Section

 

5
refer  to  recorded  peak  measurements.
 

4.7.5  |  Parallel  Execution  and  Core-  Scaling  Protocol
 

The  core-  scaling  experiment  evaluates  the  runtime  of  full
 XGBoost  and  adaptive  XGBoost  across  controlled  CPU-  core  con-
 figurations  on  a  fixed  AWS-based  HPC  platform.  The  tested  core
 counts  are  .𝑝  ∈  {1,  2,  4,  8,  16,  32,  64} ,  within  the  available  64-  core
 allocation.  For  each  value  of  .𝑝 ,  the  corresponding  XGBoost  thread
 parameter  is  fixed  to  the  selected  core  count,  and  the  same  work-
 load  configuration  is  executed  under  the  repeated-run  protocol.
 The  experiment  therefore  varies  only  the  CPU  cores  allocated  to
 XGBoost,  not  the  AWS  instance  family,  processor  architecture,

 accelerator  type,  or  memory-  capacity  class.  Parallel  speed-up  is
 defined  as  

.𝑆  (𝑝)  =  𝑇  (1)
𝑇  (𝑝)

 , (10)

 where  .𝑇  (1)  is  the  single-  core  runtime  and  .𝑇  (𝑝)  is  the  runtime
 using  .𝑝  CPU  cores.  Parallel  efficiency  is  defined  as  

.𝐸  (𝑝)  =  𝑆  (𝑝)
𝑝

 . (11)
 

These  measures  distinguish  absolute  runtime  improvement  from
 the  efficiency  with  which  additional  CPU  resources  are  used.
 The  reported  speed-up  and  efficiency  values  are  derived  from
 the  recorded  wall-  clock  runtime  logs  rather  than  being  measured
 separately.
 

4.7.6  |  Repeated  Execution  and  Statistical  Stability
 

Each  experiment  is  repeated  five  times  to  reduce  the  influ-
 ence  of  transient  runtime  variation  in  shared  or  cloud-based
 computing  environments,  including  background  system
 activity,  CPU  scheduling,  and  memory  management.  This
 methodology  is  applied  to  the  baseline  algorithm  compari-
 son,  feature-  dimensionality  experiments,  temporal-window
 experiments,  and  adaptive  XGBoost  evaluations.
 

4.7.7  |  Reproducibility  and  Configuration  Control
 

To  support  reproducibility,  random  seeds,  model  configura-
 tions,  feature-  dimensionality  thresholds,  temporal-window
 lengths,  CPU-  core  settings,  runtime-measurement  scripts,
 software-version  records,  operating-  system  details,  and  AWS
 instance  metadata  are  fixed  and  documented  for  each  experi-
 mental  run.  The  same  preprocessed  data  matrix  is  used  when
 comparing  configurations  so  that  timing  differences  reflect
 model  and  workload  changes  rather  than  changes  in  raw  input
 construction. 

In  addition,  the  reproducibility  package  for  this  study  includes
 seven  categories  of  technical  material:  experimental  config-
 uration  files;  random-  seed  and  model-  configuration  records;
 feature-threshold  and  temporal-window  definitions;  CPU-  core
 scaling  settings;  runtime  and  memory-measurement  scripts;
 computational  logs;  and  software,  operating-  system,  and  AWS
 metadata  records.  These  materials  support  the  replication  of  the
 reported  computational  experiments  and  clarify  how  each  work-
 load  configuration  was  executed  and  measured.
 

The  firm-level  characteristic  definitions  used  in  the  study  are
 based  on  the  Open  Source  Asset  Pricing  data  library.  However,
 the  CRSP  return  data  cannot  be  redistributed  by  the  authors
 because  they  are  subject  to  institutional  data-license  restrictions.
 Therefore,  reproducibility  is  supported  through  documented  con-
 figurations,  computational  logs,  scripts,  and  publicly  accessible
 characteristic  definitions,  while  access  to  the  licensed  return  data
 remains  subject  to  the  terms  of  use  specified  by  the  original  data
 provider.
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4.8  |  Computational  Complexity
 Considerations
 

The  computational  cost  of  the  workload  depends  on  the  num-
 ber  of  observations  .𝑛 ,  the  number  of  retained  features  .𝑑  ,  the
 temporal-window  length  .𝐿 ,  the  number  of  candidate  configura-
 tions  .∣  Θ  ∣ ,  the  XGBoost  model-  complexity  parameters,  the  num-
 ber  of  CPU  cores  .𝑝 ,  and  the  peak  memory  footprint  .𝑀  .  In  a
 rolling  design,  these  costs  are  multiplied  across  repeated  execu-
 tions,  so  even  moderate  per-run  overhead  can  become  material
 when  many  windows,  feature  thresholds,  temporal  lengths,  and
 model  configurations  are  evaluated.
 

At  a  high  level,  the  repeated  training  burden  for  a  rolling
 boosted-tree  workload  can  be  approximated  as  the  product  of  the
 number  of  rolling  executions,  the  number  of  candidate  configu-
 rations  evaluated,  and  the  per-  configuration  XGBoost  fitting  cost.
 Let  .𝑅  denote  the  number  of  rolling  executions,  .𝐵   the  number
 of  boosting  rounds,  .𝐷   the  maximum  tree  depth,  .𝑛

 𝐿   the  num-
 ber  of  observations  induced  by  temporal-window  length  .𝐿 ,  and
 .𝑑

 𝜏   the  number  of  retained  features  under  feature  threshold  .𝜏  .
 The  repeated  training  burden  can  then  be  viewed  qualitatively
 as  increasing  with  

.
 (

 𝑅|Θ|  ⋅  𝐶
 XGB

 (
 𝑛

 𝐿  ,  𝑑 𝜏  ,  𝐵  ,  𝐷  ,  𝑝
 ))

 , (12)

 where  .𝐶
 XGB  (⋅)  denotes  the  implementation-  dependent  cost  of

 fitting  an  XGBoost  model.  This  expression  is  intended  as  an
 asymptotic-  style  workload  description  rather  than  a  closed-form
 complexity  result,  because  the  exact  cost  depends  on  the  imple  -
 mentation,  split-  search  strategy,  tree  method,  sparsity  pattern,
 caching  behavior,  and  parallel-  execution  details.
 

For  histogram-  or  split-based  tree  construction,  the  fitting  cost
 increases  with  the  number  of  observations  processed  in  each
 boosting  round,  the  feature-  dimensionality  available  for  split
 search,  the  number  of  boosting  rounds,  and  the  depth  of  the
 trees.  At  a  high  level,  larger  .𝑛

 𝐿  ,  .𝑑 𝜏  ,  .𝐵  ,  and  .𝐷   expand  the  effective
 split-  search  and  tree-  construction  workload.  The  temporal  win-
 dow  length  .𝐿  directly  affects  .𝑛

 𝐿  ,  as  longer  windows  include  more
 observations  in  each  rolling  training  cycle.  The  number  of  can-
 didate  configurations,  .∣  Θ  ∣ ,  affects  the  outer  optimization  cost,
 as  each  candidate  may  require  fitting  and  validation  before  it  is
 accepted  or  discarded  by  the  cost-aware  objective.
 

Parallel  execution  can  reduce  the  split-  search  and
 histogram-  construction  components  of  XGBoost  training,  but  the
 reduction  is  not  necessarily  proportional  to  the  number  of  cores.
 Synchronization,  memory-bandwidth  pressure,  scheduling  over-
 head,  and  non-parallel  parts  of  the  pipeline  can  limit  speed-up.
 Hence,  the  effective  runtime  can  be  viewed  qualitatively  as  a
 function  .𝑇  (𝑛,  𝑑  ,  𝐿,  𝐵  ,  𝐷  ,  |Θ|,  𝑝)  in  which  increasing  .𝑝  may  reduce
 runtime  but  may  also  reduce  parallel  efficiency.  Peak  memory
 footprint  similarly  increases  with  the  size  of  the  retained  data
 matrix,  the  number  of  intermediate  training  structures,  the
 number  and  depth  of  fitted  trees,  and  the  degree  of  concurrent
 execution. 

This  formalization  clarifies  how  the  proposed  framework  reduces
 the  effective  workload  size. Feature-  dimensionality  control
 reduces  .𝑑

 𝜏   and,  consequently,  the  split-  search  and  data-matrix

 burdens.  Temporal-  depth  control  reduces  .𝑛
 𝐿   by  limiting  the  num-

 ber  of  observations  included  in  each  rolling  training  window.  The
 marginal  utility-per-  computation  stopping  rule  prunes  candidate
 configurations  whose  additional  utility  is  too  small  relative  to
 their  computational  cost.  Adaptive  configuration  selection  also
 avoids  high-  cost  configurations  that  violate  runtime  or  memory
 budgets.  These  mechanisms  do  not  alter  the  underlying  predic-
 tion  task;  they  change  the  computational  path  used  to  reach  an
 acceptable  cost  –  utility  configuration.
 

4.9  |  Sensitivity  and  Robustness  Checks
 

The  robustness  checks  are  designed  to  assess  whether  a  sin-
 gle  arbitrary  workload  setting  drives  the  reported  behavior.
 First,  sensitivity  to  feature-threshold  choices  is  evaluated
 through  the  feature-  dimensionality  experiments,  which  com-
 pare  retained  utility,  execution  time,  and  memory  pressure
 across  progressively  reduced  feature  sets.  These  thresholds
 are  workload-  control  points  in  a  computational  search  grid,
 not  interpretability  claims  or  finance-  specific  factor-  selection
 rules;  their  purpose  is  to  approximate  the  cost-utility  response
 and  identify  Pareto-relevant  regions  between  retained  util-
 ity,  runtime,  and  memory  footprint.  Second,  sensitivity  to
 temporal-window  length  is  evaluated  through  temporal-  depth
 experiments  that  compare  predictive  utility  and  runtime
 across  alternative  training-window  lengths.  These  checks
 align  with  the  adaptive  framework  because  feature  count
 and  temporal  depth  are  treated  as  controllable  computational
 variables. 

Third,  sensitivity  to  the  imputation  method  is  assessed  by  com-
 paring  the  main  k  -NN  strategy  with  lower-  cost  mean  and  median
 imputation,  and  with  more  flexible  but  computationally  intensive
 MICE  imputation,  under  the  same  rolling,  no-look-ahead  pro  -
 tocol.  Fourth,  sensitivity  to  CPU  core  count  is  assessed  through
 core-  scaling  experiments,  where  full  and  adaptive  XGBoost  are
 evaluated  at  different  values  of  .𝑝  and  compared  using  speed-up
 and  parallel  efficiency.
 

Fifth,  repeated-run  variability  is  addressed  by  executing  each
 experiment  five  times  and  reporting  mean  values  and  stan-
 dard  deviations  where  applicable.  Sixth,  the  ablation  study  iso  -
 lates  the  contribution  of  the  optimization  components,  includ-
 ing  feature-  dimensionality  control,  temporal-window  control,
 and  cost-aware  stopping.  These  checks  support  interpreting  the
 results  as  computational  workload  optimization  rather  than  a
 finance-  only  asset-pricing  comparison.
 

5  |  Experimental  Results  and  Systems-Level
 Evaluation
 

This  section  evaluates  the  proposed  Cost-Aware  Adap  -
 tive  XGBoost  optimization  framework  from  a  systems  and
 computational-  efficiency  perspective.  Empirical  asset-pricing
 outputs  are  treated  as  application-level  utility  measures  for  a
 high-  dimensional  ML  workload.  The  main  evaluation  criteria
 are  runtime  behavior,  training  and  prediction  cost,  memory
 footprint,  scalability,  parallel  efficiency,  workload  reduction,  and
 cost-normalized  utility.
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FIGURE  2  |  Out-  of-  sample  R 2  computed  from  repeated
 out-  of-  sample  evaluations  for  the  candidate  algorithms.
 

The  systems-level  results  reported  in  this  section  are  obtained
 from  the  repeated-run  measurement  protocol  described  in
 Section

 

4.7.  Runtime,  prediction-time,  memory  footprint,
 speed-up,  efficiency,  and  CPU  utilization  refer  to  recorded
 experimental  measurements  or  quantities  computed  from
 them.  Where  values  are  scaled,  normalized,  or  combined  into
 derived  utility  summaries  for  visual  comparison,  this  is  explic-
 itly  indicated  in  the  corresponding  caption.  Application-level
 measures,  such  as  out-  of-  sample  .𝑅 2  ,  MSE,  and  Sharpe  ratio,  are
 used  solely  to  assess  retained  utility  under  each  computational
 configuration.
 

5.1  |  Baseline  Runtime  –  Utility  Profiling  of  ML
 Alg  orithms
 

We  first  profile  10  ML  algorithms  using  all  209  characteristics
 over  the  January  2000  –  December  2022  workload.  This  base  -
 line  experiment  establishes  the  runtime  –  utility  landscape  before
 adaptive  optimization  is  applied.  Out-  of-  sample  .𝑅 2   and  MSE
 quantify  predictive  utility,  while  the  Sharpe  ratio  is  used  only  as  a
 downstream  application-level  utility  measure.  Training  and  pre  -
 diction  time  are  reported  separately  because  they  correspond  to
 different  computational  bottlenecks.
 

Figure
 

2  reports  the  out-  of-  sample  .𝑅 2   values  for  the  candi-
 date  algorithms.  XGBoost  and  gradient  boosting  achieve  the
 strongest  predictive  utility,  whereas  lasso  regression,  support  vec-
 tor  machines,  k  -nearest  neighbors,  and  neural  network  configu-
 rations  provide  weaker  predictive  utility  on  this  workload.  The
 result  is  important  for  workload  profiling  because  it  identifies
 which  algorithms  provide  sufficient  retained  utility  to  justify  fur-
 ther  computational  analysis.
 

Figure
 

3  reports  MSE  for  the  same  benchmark.  XGBoost  has  the
 lowest  prediction  error  among  the  tested  methods,  while  several

FIGURE  3  |  MSE  computed  from  repeated  out-  of-  sample  evaluations
 for  the  same  candidate  algorithms.
 

alternative  algorithms  incur  larger  errors.  From  a  cost-aware  opti-
 mization  perspective,  these  results  indicate  that  not  all  computa-
 tionally  cheaper  models  provide  an  acceptable  utility  baseline.  A
 model  may  be  fast,  but  it  is  not  a  useful  optimization  target  if  its
 retained  predictive  utility  is  too  low.
 

Figure
 

4  reports  Sharpe  ratios  for  portfolios  formed  from  model
 predictions.  The  result  suggests  that  models  with  stronger  statis-
 tical  utility  also  tend  to  preserve  downstream  task  utility  under
 the  evaluated  workload,  supporting  the  use  of  .𝑅 2  ,  MSE,  and  the
 Sharpe  ratio  as  retained-utility  terms  in  the  cost-aware  objective.
 

5.2  |  Rationale  for  Selecting  XGBoost  as  the
 Optimization  Targ  et
 

The  baseline  profiling  indicates  that  XGBoost  is  an  appropri-
 ate  optimization  target  because  it  offers  a  strong  utility  base  -
 line  without  the  most  severe  runtime  burden  among  nonlinear
 methods.  Linear,  lasso,  and  ridge  regressions  are  computation-
 ally  inexpensive,  but  their  lower  retained  utility  makes  them
 less  suitable  as  the  central  target  for  cost-aware  optimization.
 By  contrast,  random  forests  and  gradient  boosting  can  impose
 heavier  training  costs.  XGBoost  therefore  occupies  a  useful  mid-
 dle  ground:  it  is  sufficiently  accurate  to  be  worth  optimizing,
 yet  sufficiently  structured  to  benefit  from  feature-  dimensionality,
 temporal-  depth,  and  model-  complexity  control.
 

Figure
 

5  reports  the  baseline  training  and  prediction  costs  across
 ML  algorithms.  The  distinction  between  training  and  prediction
 cost  is  central  to  the  proposed  framework.  Training  accounts  for
 most  of  the  computational  burden  in  several  nonlinear  mod-
 els,  whereas  prediction  time  is  comparatively  short.  This  sup  -
 ports  the  design  choice  to  optimize  retraining  cost,  memory
 pressure,  and  workload  size  while  retaining  prediction-time
 feasibility.
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FIGURE  4  |  Sharpe  ratios  computed  from  portfolios  formed  using  the  recorded  model  predictions.
 

FIGURE  5  |  Baseline  training  and  prediction  time  across  ML  algorithms.
 

The  neural-network  timing  results  in  Figure
 

6  provide  additional
 baseline  evidence.  They  indicate  that  increased  model  complex-
 ity  does  not  automatically  translate  into  better  retained  utility  for
 this  workload.  This  reinforces  the  need  for  a  cost-aware  stopping
 rule  rather  than  an  unrestricted  search  over  increasingly  complex
 configurations.
 

The  strongly  negative  out-  of-  sample  .𝑅 2   values  for  the
 neural-network  configurations  should  be  interpreted  in  terms  of
 both  model  behavior  and  computational  cost.  Monthly  financial
 return  prediction  is  a  low-  signal,  high-noise,  and  non-  stationary

 tabular  prediction  problem,  so  dense  neural  architectures  can
 overfit  unstable  historical  patterns  when  the  effective  predictive
 signal  is  weak.  Their  performance  is  also  sensitive  to  scaling,
 learning  rate,  early  stopping,  architecture  depth,  and  regulariza-
 tion,  meaning  that  additional  layers  or  parameters  can  increase
 the  cost  of  iterative  optimization  without  improving  retained
 out-  of-  sample  utility.  This  result  does  not  imply  that  neural
 networks  are  universally  unsuitable  for  financial  prediction.
 It  indicates  that,  given  the  current  workload  and  configura-
 tion  space,  the  marginal  utility  of  neural  network  complexity
 does  not  justify  its  computational  burden.  This  supports  the
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FIGURE  6  |  Baseline  training  and  prediction  time  for  neural-network  configurations.
 

paper’s  cost-aware  argument  that  more  complex  configurations
 should  be  accepted  only  when  their  marginal  utility  per  unit
 computation  is  sufficient.
 

5.3  |  Imputation  Sensitivity  Analysis
 

Because  the  financial  panel  contains  a  substantial  number  of
 missing  observations,  the  imputation  strategy  is  part  of  the  com-
 putational  pipeline  rather  than  a  purely  statistical  preprocess-
 ing  choice.  Figure

 

7  reports  the  imputation-  sensitivity  experi-
 ment  conducted  under  the  same  rolling  no-look-ahead  protocol
 and  compares  mean,  median,  k  -nearest  neighbors  (k  -NN),  and
 multiple  imputation  by  chained  equations  (MICE)  in  terms  of
 retained  predictive  utility,  application-level  utility,  and  prepro  -
 cessing  cost.  Mean  and  median  imputation  provide  lower-  cost
 baselines  because  they  rely  on  simple  global  replacement  rules,
 although  these  approaches  may  weaken  local  structure  in  a
 high-  dimensional  firm-level  panel.
 

5.4  |  Cost-Aware  Adaptive  XGBoost:  Predictive
 and  Economic  Utility
 

We  next  evaluate  whether  the  proposed  adaptive  framework
 preserves  utility  relative  to  full  and  tuned  XGBoost  baselines.
 Figure

 

8  compares  out-  of-  sample  .𝑅 2   for  Full  XGBoost,  Tuned

 XGBoost,  and  Adaptive  XGBoost.  The  comparison  indicates  that
 the  adaptive  model  remains  competitive  with  the  non-adaptive
 baselines  under  the  evaluated  workload,  supporting  its  use  as
 a  cost-aware  alternative  rather  than  a  purely  accuracy-  oriented
 variant. 

Figure
 

9  compares  the  Sharpe  ratios  of  the  same  configura-
 tions.  The  Sharpe  ratio  is  interpreted  as  an  application-level
 measure  of  retained  utility.  The  result  indicates  whether  com-
 putational  savings  are  achieved  without  materially  degrading
 the  downstream  use  of  the  predictions.  The  relevant  conclusion
 is  not  that  the  framework  is  a  finance-  specific  portfolio  opti-
 mizer,  but  that  its  computational  reductions  do  not  elimi-
 nate  the  utility  of  the  resulting  predictions  for  the  target
 workload.
 

5.5  |  Training-Time  and  Memory-Footprint
 Reduction
 

A  central  objective  of  the  proposed  framework  is  to  reduce
 computational  cost  while  preserving  retained  utility.  The
 feature-  dimensionality  experiment  provides  evidence  that
 controlling  feature  dimensionality  can  reduce  both  training
 and  prediction  time.  Figure

 

10  reports  measured  timing  results
 indicating  that  the  cost  of  XGBoost  execution  decreases  as  the
 feature  space  is  reduced  under  the  evaluated  threshold  grid.

Concurrency  and  Computation: Practice  and  Experience,  2026  13  of  26 

 15320634, 2026, 15, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1002/cpe.70881 by um

it dem
irbaga - T

urkey C
ochrane E

vidence A
id , W

iley O
nline L

ibrary on [28/07/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



FIGURE  7  |  Imputation  sensitivity  under  alternative  preprocessing  strategies  to  compare  mean,  median,  k  -nearest  neighbors,  and  MICE  imputation
 in  terms  of  retained  utility  and  preprocessing  cost.
 

FIGURE  8  |  Out-  of-  sample  R 2  computed  for  the  evaluated  XGBoost  configurations  and  is  used  as  a  retained-utility  check.
 

These  results  are  not  presented  as  finance-  oriented  feature  selec-
 tion;  they  show  that  feature-  dimensionality  control  can  serve  as
 a  workload-reduction  mechanism  under  the  evaluated  settings.
 

The  feature-threshold  grid  used  in  this  experiment  should  there  -
 fore  be  read  as  a  computational  design  device.  The  threshold
 values  are  not  economically  meaningful  cut-  offs  and  are  not
 intended  to  define  universal  boundaries  for  feature  importance.
 They  define  a  search  grid  over  progressively  smaller  feature
 sets,  allowing  the  framework  to  trace  how  retained  utility,  run-
 time,  and  memory  footprint  change  as  feature-  dimensionality
 decreases.  The  grid  approximates  a  Pareto  frontier  between
 application-level  utility  and  computational  cost  rather  than  iden-
 tifying  a  single  finance-  specific  factor-  selection  rule.
 

Figures
 

11  and
 

12  report  retained  predictive  and  application-level
 utility  under  the  same  feature-threshold  grid.  These  figures  sup  -
 port  the  retained-utility  constraint  in  the  proposed  algorithm:
 lower-  dimensional  configurations  are  useful  only  when  they
 remain  within  an  acceptable  utility  tolerance.
 

The  algorithm-  oriented  results  provide  a  direct  comparison
 of  the  reductions  in  training  time  and  memory  footprint.
 Figure

 

13  reports  recorded  training-time  measurements  for
 Adaptive  XGBoost  relative  to  the  full  and  tuned  baselines.
 Figure

 

14  reports  the  corresponding  recorded  peak-memory
 behavior.  The  memory  result  is  important  because  deployment
 feasibility  is  not  determined  solely  by  runtime:  peak  memory
 usage  affects  whether  multiple  configurations  can  be  evaluated
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FIGURE  9  |  Sharpe  ratios  computed  from  the  corresponding
 prediction-based  portfolios  as  an  application-level  retained-utility  check.
 

concurrently  and  whether  the  workload  can  be  executed  on  a
 given  system  without  resource  contention.
 

Table
 

2  provides  supporting  cost  –  utility  evidence. It  reports
 associations  between  execution-time  variables  and  retained  pre  -
 dictive  and  application-level  utility  across  reduced-feature  sets.
 However,  these  associations  should  be  interpreted  as  empirical
 evidence  of  workload  rather  than  as  a  causal  financial  claim.
 

5.6  |  Runtime  Scalability  With  Increasing
 Workload  Size
 

Scalability  is  evaluated  by  measuring  how  the  runtime  changes
 as  the  workload  size  increases.  Figure

 

15  reports  recorded
 training-runtime  behavior  under  increasing  workload-  size  set-
 tings.  The  purpose  of  this  experiment  is  to  determine  whether
 the  computational  burden  grows  smoothly  or  whether  larger
 configurations  lead  to  disproportionate  increases  in  runtime.
 The  results  support  the  paper’s  systems-level  motivation:
 high-  dimensional  financial  ML  pipelines  require  explicit  work-
 load  control  because  runtime  growth  can  become  a  limiting
 factor  during  repeated  rolling  evaluations.
 

The  adaptive  framework  addresses  this  scalability  issue  by
 selecting  configurations  that  remain  within  the  retained-utility
 tolerance  while  reducing  unnecessary  feature,  temporal,  or
 model-  complexity  load.  The  scalability  result,  therefore,  comple  -
 ments  the  training-time  and  memory-footprint  results:  it  indi-
 cates  that,  in  this  controlled  setting,  the  adaptive  configuration  is
 cheaper  at  a  fixed  workload  size  and  is  better  aligned  with  larger
 or  repeated  workloads.
 

5.7  |  Parallel  Speed-Up  and  Parallel  Efficiency
 

Parallel  execution  is  evaluated  using  speed-up  and  efficiency
 rather  than  runtime  alone.  Figure

 

16  reports  parallel  speed-up
 computed  from  the  recorded  runtime  logs.  A  sublinear  speed-up
 pattern  is  expected  in  tree-based  workloads  because  parallel  exe  -
 cution  can  be  constrained  by  synchronization  overhead,  mem-
 ory  bandwidth,  and  non-parallel  sections  of  the  training  pipeline.
 The  result  provides  a  realistic  view  of  concurrency:  additional

 CPU  resources  improve  execution,  but  they  do  not  remove  the
 need  for  workload  reduction. 

Figure
 

17  reports  parallel  efficiency  computed  from  the  speed-up
 values  and  CPU-  core  counts. Efficiency  is  particularly  rele  -
 vant  for  system-level  optimization  because  low  efficiency  indi-
 cates  that  additional  cores  are  being  used  less  productively.
 If  efficiency  declines  as  concurrency  increases,  then  reducing
 feature-  dimensionality,  temporal  depth,  or  model  complexity
 may  provide  better  cost  –  utility  gains  than  simply  allocating
 more  CPU  resources.  The  proposed  framework  is  therefore  com-
 plementary  to  parallel  execution:  it  reduces  the  workload  that
 must  be  parallelized  and  helps  avoid  inefficient  use  of  compute
 resources. 

Figure
 

18  extends  the  parallel  speed-up  and  efficiency  analy-
 sis  by  reporting  CPU  utilization  under  the  same  core-  scaling
 protocol.  Under  the  tested  CPU-  core  configurations,  both  Full
 XGBoost  and  Adaptive  XGBoost  benefit  from  additional  CPU
 cores,  as  reflected  in  declining  runtime.  However,  average  CPU
 utilization  decreases  as  the  number  of  cores  increases,  indicat-
 ing  that  additional  computational  resources  are  not  converted
 into  proportional  speed-up.  This  behavior  is  consistent  with
 sublinear  scaling  in  tree-based  workloads,  where  synchroniza-
 tion,  memory-bandwidth  pressure,  scheduling  overhead,  and
 non-parallel  sections  of  the  pipeline  limit  effective  resource  use.
 Adaptive  XGBoost  maintains  lower  runtime  and  higher  utiliza-
 tion  at  higher  core  counts,  suggesting  that  workload  reduction
 can  improve  not  only  absolute  execution  time  but  also  resource
 utilization  efficiency.
 

5.8  |  Adaptive  Temporal-Window  Control
 

The  temporal  window  length  controls  the  depth  of  the  train-
 ing  workload.  The  temporal-  depth  experiment  indicates  that
 shorter  windows  can  substantially  reduce  training  time  under
 the  evaluated  rolling  design.  In  this  framework,  the  result  sup  -
 ports  adaptive  temporal-  depth  control  rather  than  a  finance-  only
 sample-period  interpretation.  Figure

 

19  reports  training  and  pre  -
 diction  time  across  different  temporal  windows.  Training  time
 is  more  sensitive  to  temporal  depth  than  prediction  time,  which
 supports  the  framework’s  emphasis  on  retraining  cost.
 

Figure
 

20  reports  retained  predictive  utility  computed  under  dif-
 ferent  temporal-window  lengths,  while  Figure

 

21  reports  the
 corresponding  measured  computational  cost.  Read  together,  the
 figures  summarize  the  core  trade-  off  under  the  evaluated  work-
 load:  longer  windows  may  increase  the  available  training  infor-
 mation,  but  they  also  increase  workload  depth  and  runtime.
 The  adaptive  framework  uses  this  relationship  to  select  a  tem-
 poral  window  that  satisfies  retained-utility  requirements  without
 unnecessarily  increasing  computational  cost.
 

The  temporal-window  results  should  also  be  interpreted  in  light
 of  structural  breaks,  market  evolution,  and  data  relevance  decay.
 Older  observations  may  reflect  different  liquidity  conditions,  reg-
 ulatory  regimes,  trading  technologies,  and  differences  in  the  rela-
 tionships  between  firm  characteristics  and  expected  returns.  In
 such  settings,  expanding  the  historical  window  increases  training
 depth  and  memory  pressure,  but  it  does  not  necessarily  increase
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FIGURE  10  |  Measured  training  and  prediction  times  under  the  feature-threshold  grid,  with  run-to-run  variability  shown  where  available.
 

the  useful  predictive  signal.  The  proposed  framework  does  not
 assume  that  shorter  windows  are  always  superior.  It  treats  tempo  -
 ral  depth  as  a  controllable  workload  variable  and  accepts  shorter
 or  longer  windows  only  when  retained  utility  justifies  the  addi-
 tional  computational  cost.
 

The  application-level  temporal  window  results  provide  valida-
 tion  evidence.  Figure

 

22  reports  the  R 2  response  across  reduced
 temporal  settings,  and  Figure

 

23  reports  the  corresponding  down-
 stream  utility.  These  results  should  be  interpreted  cautiously:
 they  support  temporal-  depth  control  as  a  computational  opti-
 mization  mechanism,  not  a  universal  claim  about  the  economic
 superiority  of  shorter  histories.

 

5.9  |  Ablation  Study  of  the  Proposed
 Optimization  Components
 

In  this  ablation,  warm-  start  refers  to  initializing  the  adap  -
 tive  search  from  the  best  feasible  configuration  identified  in
 the  previous  workload  setting  rather  than  evaluating  each
 candidate  configuration  independently.  Figure

 

24  reports
 retained  predictive  utility  computed  for  each  evaluated  abla-
 tion  variant.  This  figure  indicates  whether  each  component
 preserves  enough  utility  to  remain  useful  within  the  adap  -
 tive  framework.  A  component  that  reduces  runtime  but
 causes  unacceptable  utility  loss  would  fail  the  retained-utility
 constraint. 
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FIGURE  11  |  Out-  of-  sample  R 2  computed  for  lower-  dimensional  workload  configurations  under  the  feature-threshold  grid.
 

FIGURE  12  |  Sharpe  ratios  computed  for  the  same  feature-  dimensionality  configurations  as  an  application-level  retained-utility  check.
 

Figure
 

25  reports  the  measured  training-time  contribution  of
 each  evaluated  component.  The  comparison  identifies  which
 parts  of  the  framework  produce  the  largest  runtime  reductions
 under  the  tested  ablation  settings.  Interpreting  Figures

 

24  and
 

25
together  is  essential:  the  preferred  component  is  not  simply  the
 fastest  one,  but  the  one  that  provides  the  best  retained  utility  per
 unit  computation.

 

5.10  |  Cost  –  Utility  Trade-  Off  Analysis
 

The  core  focus  of  this  study’s  final  evaluation  is  to  link  retained
 utility  and  computational  cost.  The  supporting  Figure

 

26  presents
 the  cost-utility  frontier  derived  from  all  assessed  configurations.
 The  composite  utility  score  shown  in  the  figure  is  a  derived  aggre  -
 gate  value  intended  solely  for  visual  comparison  with  empirically
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measured  training  durations,  which  is  computed  using  the  nor-
 malized  cost  and  utility  components  described  in  Section

 

4.2.
 

The  results  indicate  that  the  proposed  adaptive  XGBoost  config-
 uration  improves  the  cost  –  utility  trade-  off  under  the  evaluated
 workload.  Compared  with  the  full  and  tuned  XGBoost  baselines,

FIGURE  13  |  Recorded  training  time  under  the  repeated-run  proto  -
 col  for  Full,  Tuned,  and  Adaptive  XGBoost.
 

FIGURE  14  |  Peak  memory  usage  recorded  during  model  execution
 for  Full,  Tuned,  and  Adaptive  XGBoost.
 

the  adaptive  configuration  reduces  training  cost  while  preserv-
 ing  predictive  and  application-level  utility.  These  findings  sup  -
 port  the  central  argument  that  scalable  financial  ML  pipelines
 should  treat  feature  dimensionality,  temporal  depth,  and  model
 complexity  as  coupled  system-level  design  variables.
 

6  |  Discussion
 

The  results  reposition  the  empirical  asset-pricing  task  as  a
 high-  dimensional  computational  workload  rather  than  as  a
 finance-  only  prediction  exercise.  The  baseline  profiling  iden-
 tifies  three  main  computational  bottlenecks.  First,  nonlinear
 ensemble  models  impose  materially  higher  training  costs  than
 low-  complexity  linear  baselines.  Second,  feature-  dimensionality
 and  temporal  depth  expand  the  data  matrix  processed  during
 repeated  rolling  executions.  Third,  memory  pressure  and  imper-
 fect  parallel  scaling  limit  the  extent  to  which  additional  hardware
 alone  can  solve  the  runtime  problem.  These  bottlenecks  justify
 a  framework  that  reduces  the  effective  workload  before  relying
 solely  on  larger  compute  allocations.
 

XGBoost  provides  a  strong  cost  –  utility  baseline  because  it  com-
 bines  competitive  predictive  utility  with  an  implementation

FIGURE  15  |  Recorded  training  runtimes  as  the  training  data  size
 increases  for  Full  and  Adaptive  XGBoost.
 

TABLE  2  |  Cost  –  utility  evidence  under  feature-  dimensionality  control.
 

Out-  of-  sample  R 2  Sharpe  ratio  

A B C A B C  

Training  time  −0.376 −0.878  
(−2.03) (−9.15)  

Prediction  time  −0.212  −0.912  
(−1.09) (−11.10)  

Execution  time  −0.376  −0.878 
(−2.03)  (−9.15)  

Observations 27 27 27  27  27  27 
R 2  0.141 0.045 0.141  0.770  0.831  0.770 

Note:  Columns  A,  B,  and  C  report  separate  regression  specifications  using training  time,  prediction  time,  and  total  execution  time,  respectively,  as  the  explanatory  variable.
 Values  in  parentheses  denote  t  -  statistics. 
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FIGURE  16  |  Parallel  speed-up  under  multi-  core  execution,  showing  the  speed-up  computed  from  recorded  runtimes  under  the  controlled  CPU-  core
 configurations  described  in  Section

 

4.7.
 

FIGURE  17  |  Efficiency  derived  from  the  recorded  runtime  logs  and  computed  speed-up  values  for  each  CPU-  core  configuration.
 

designed  for  efficient  tree  boosting.  However,  the  results  also
 show  that  a  strong  baseline  model  can  still  be  computation-
 ally  inefficient  when  trained  on  the  full  feature  space,  long
 temporal  windows,  and  unnecessarily  complex  configurations.
 The  proposed  Cost-Aware  Adaptive  XGBoost  optimization  frame  -
 work  addresses  this  issue  by  treating  execution  time,  predic-
 tion  latency,  memory  footprint,  feature-  dimensionality,  temporal
 depth,  model  complexity,  and  marginal  utility  per  unit  computa-
 tion  as  coupled  design  variables.
 

Feature-  dimensionality  control  reduces  the  width  of  the  work-
 load.  By  retaining  fewer  characteristics  when  utility  constraints

 are  satisfied,  the  framework  decreases  the  size  of  the  input
 matrix,  reduces  split-  search  burden,  and  lowers  memory
 pressure.  The  feature-  dimensionality-  control  results  show
 that  lower-  dimensional  configurations  can  materially  reduce
 training  and  prediction  time  while  preserving  sufficient  pre  -
 dictive  and  application-level  utility.  In  this  interpretation,
 feature-  dimensionality  control  is  not  used  to  explain  financial
 predictors;  rather,  it  serves  as  a  computational  mechanism  to
 control  workload  size. 

Temporal  window  control  reduces  the  depth  of  the  workload.
 In  a  rolling  out-  of-  sample  evaluation,  longer  training  histories
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FIGURE  18  |  The  figure  shows  the  average  CPU  utilization  from  resource-monitoring  logs  and  training  runtime  for  Full  XGBoost  and  Adaptive
 XGBoost  across  controlled  CPU-  core  configurations.
 

FIGURE  19  |  The  figure  shows  the  measured  training  and  prediction  times  for  each  temporal  window  length  under  the  repeated-run  protocol.
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FIGURE  20  |  Retained  predictive  utility  under  adaptive  temporal-  depth  control.
 

FIGURE  21  |  Computational  cost under  adaptive  temporal-  depth  control.
 

increase  the  number  of  observations  processed  per  retraining
 cycle.  The  temporal-window  results  show  that  training  time
 is  sensitive  to  window  length,  whereas  prediction  time  is  less
 strongly  affected.  This  indicates  that  temporal-  depth  adapta-
 tion  is  particularly  useful  when  repeated  retraining  dominates
 the  computational  budget.  The  framework,  therefore,  evalu-
 ates  whether  older  observations  justify  their  computational  cost
 rather  than  assuming  that  the  longest  available  history  is  always
 preferable.
 

Memory  footprint  is  central  to  scalability  and  deployability.  A
 configuration  that  is  acceptable  in  terms  of  predictive  accu-
 racy  may  still  be  unsuitable  if  it  consumes  excessive  memory,

 restricts  concurrent  runs,  or  causes  resource  contention  dur-
 ing  parallel  execution.  The  memory-footprint  analysis  comple  -
 ments  the  runtime  analysis  by  showing  whether  adaptive  opti-
 mization  reduces  resource  pressure  and  elapsed  time.  This  is
 especially  important  for  cloud  and  HPC  environments,  where
 memory  capacity  and  parallel  job  scheduling  affect  practical
 deployment.
 

The  parallel  speed-up  and  parallel  efficiency  results  show  that
 concurrency  improves  runtime  but  does  not  eliminate  all  bottle  -
 necks.  Sublinear  speed-up  is  expected  in  tree-based  workloads
 because  synchronization,  memory-bandwidth  limits,  scheduling
 overheads,  and  serial  components  constrain  scaling.  Declining
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FIGURE  22  |  Application-workload  R  2  under  temporal-  depth  control.
 

FIGURE  23  |  Application-level  utility  under  temporal-  depth  control,  reporting  Sharpe  ratios  computed  for  portfolios  formed  under  the  evaluated
 temporal-window  settings.
 

parallel  efficiency  suggests  that  adding  cores  becomes  less
 cost-  effective  beyond  a  certain  point.
 

Cost-normalized  utility  is  therefore  more  appropriate  than  raw
 predictive  accuracy  alone  for  scalable  ML  pipelines.  A  model
 that  marginally  improves  R 2  may  not  be  desirable  if  it  substan-
 tially  increases  training  time,  memory  footprint,  or  hardware
 demand.  Conversely,  a  cheaper  configuration  is  not  useful  if  it
 violates  retained-utility  constraints.  The  proposed  objective  bal-
 ances  these  concerns  by  selecting  configurations  that  preserve
 application-level  predictive  and  downstream  utility  while  reduc-
 ing  computational  cost.
 

The  framework  is  also  distinct  from  standard  feature  selec-
 tion,  temporal  truncation,  and  conventional  hyperparameter
 tuning.  Standard  feature  selection  usually  targets  statistical

 parsimony,  noise  reduction,  or  substantive  interpretation;  here,
 dimensionality  is  treated  as  a  workload-  control  variable.  Stan-
 dard  temporal  truncation  often  tests  sample-period  sensitivity;
 here,  temporal  depth  is  treated  as  a  retraining-  cost  variable.
 Conventional  hyperparameter  tuning  ranks  configurations  pri-
 marily  by  validation  loss;  here,  configurations  are  ranked  by
 cost-normalized  utility  under  runtime,  memory,  temporal-  depth,
 feature-  dimensionality,  model-  complexity,  and  retained-utility
 constraints. 

Although  the  validation  domain  is  asset  pricing,  the  computa-
 tional  structure  is  shared  with  many  other  high-  dimensional,
 time-indexed  ML  workloads.  Examples  include  demand  forecast-
 ing,  credit  risk  monitoring,  sensor-based  condition  monitoring,
 anomaly  detection,  recommender  system  retraining,  and  other
 settings  in  which  feature-rich  panels  are  repeatedly  updated  over
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FIGURE  24  |  Predictive  contribution  of  adaptive  optimization  components,  showing  out-  of-  sample  R  2  computed  for  each  evaluated  ablation  vari-
 ant. 

FIGURE  25  |  Runtime  contribution  of  adaptive  optimization  components.
 

time.  The  framework  may  therefore  generalize  to  workloads  in
 which  model  utility  must  be  balanced  against  repeated  execution
 cost,  memory  footprint,  and  hardware  efficiency.
 

6.1  |  Limitations
 

The  study  has  several  transparent  boundaries  that  define  use  -
 ful  directions  for  further  work.  First,  the  framework  is  vali-
 dated  on  a  financial  ML  workload;  additional  evaluation  on  other
 large-  scale  time-indexed  workloads  would  clarify  its  general-
 ity  across  domains  with  different  data  distributions  and  latency
 requirements.  Second,  the  current  implementation  focuses  on
 CPU-based  execution.  Extending  the  framework  to  GPUs,
 accelerator-aware  environments,  or  distributed  environments
 would  allow  the  cost  model  to  include  device-  specific  transfer
 costs,  distributed  synchronization,  and  heterogeneous  resource

 allocation.  Third,  memory  and  runtime  results  depend  on  the
 hardware,  software  stack,  implementation  details,  and  cloud  con-
 figuration  used  in  the  experiments.  The  reported  findings  should
 therefore  be  interpreted  as  evidence  for  the  proposed  optimiza-
 tion  mechanism  under  the  stated  environment  rather  than  as
 hardware-independent  constants.  Fourth,  the  framework  opti-
 mizes  cost  –  utility  trade-  offs,  but  it  does  not  remove  the  need  for
 careful  domain  validation.
 

7  |  Conclusion  and  Future  Work
 

This  paper  treats  empirical  asset  pricing  as  a  high-  dimensional
 computational  workload  for  evaluating  scalable  ML  execu-
 tion  and  proposes  a  Cost-Aware  Adaptive  XGBoost  Optimiza-
 tion  framework  to  improve  the  cost  –  utility  balance  of  a
 resource-intensive  ML  pipeline.  The  financial  prediction  task
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FIGURE  26  |  Cost  –  utility  trade-  off  frontier  for  adaptive  XGBoost  optimization.
 

provides  a  demanding  validation  environment  because  it  com-
 bines  many  features,  long  temporal  panels,  repeated  rolling
 retraining,  and  latency-  sensitive  prediction.
 

The  framework  uses  computational  feedback  to  adapt  feature
 dimensionality,  the  depth  of  the  temporal  training  window,  and
 model  complexity.  Its  optimization  criterion  considers  execu-
 tion  time,  prediction  time,  memory  footprint,  temporal  depth,
 feature  dimensionality,  model  complexity,  and  marginal  utility
 per  unit  of  computation.  The  experimental  results  show  that
 meaningful  computational  savings  can  be  obtained  while  pre  -
 serving  application-level  predictive  and  downstream  utility.  The
 systems-level  evaluation  further  shows  that  memory  footprint,
 runtime  scalability,  parallel  speed-up,  and  parallel  efficiency  are
 essential  for  understanding  whether  an  ML  pipeline  is  deploy-
 able  under  realistic  compute  constraints.  The  results  indicate
 that  adaptive  workload  control  can  complement  parallel  execu-
 tion  by  lowering  the  amount  of  computation  that  must  be  sched-
 uled,  stored,  and  synchronized.  By  combining  runtime-aware
 evaluation,  memory-aware  execution,  scalability  analysis,  and
 workload  control,  the  framework  identifies  configurations  that
 improve  the  cost  –  utility  balance  of  a  high-  dimensional  repeated
 ML  pipeline.
 

Future  work  can  extend  the  framework  in  several  directions.
 The  present  study  focuses  on  controlled  CPU-  core  scaling
 within  a  fixed  AWS  HPC  environment;  broader  hardware-aware
 benchmarking  may  extend  this  design  to  heterogeneous
 hardware  classes,  different  AWS  instance  families,  GPU-  or
 accelerator-  supported  execution,  and  distributed  multi-node
 settings.  Streaming  and  online  retraining  would  extend  the
 framework  to  settings  where  data  arrive  continuously,  and
 configurations  must  be  updated  under  latency  constraints.
 Finally,  more  detailed  hardware-aware  cost  models  could  incor-
 porate  cache  behavior,  memory  bandwidth,  energy  use,  and
 heterogeneous  compute  resources.
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