Concurrency and Computation: Practice and Experience

| RESEARCH ARTICLE CEIEED

W) Check for updates

WILEY

Swish-Gumbel: A New Activation Function for

Image Classification

Elif Dorukbag1' | Burhan Selcuk? | Ilker Tiirker!

!Department of Computer Engineering, Faculty of Computer and Information Sciences, Karabuk University, Turkey | Department of Computer Science,

Faculty of Science, Ankara University, Ankara, Turkey

Correspondence: ilker Tiirker (iturker@karabuk.edu.tr)

Received: 17 February 2026 | Revised: 24 May 2026 | Accepted: 18 June 2026

Keywords: activation functions | convolutional neural networks | deep neural networks | Gumbel | image classification | Swish

ABSTRACT

In this study, we present Swish-Gumbel, a new family of activation functions generated by combining the Swish and Gumbel

functions through both multiplication and linear composition. We evaluate their performance on several image classification
benchmarks, including MNIST, CIFAR-10, Imagenette, and Beans, using different deep learning architectures. The results show
that the multiplicative version consistently outperforms well-known activation functions such as ReLU, Swish, Mish, and Gumbel,
while the linear combination variants provide competitive results particularly on simpler datasets, with performance gains becom-

ing more pronounced for the multiplicative form on complex benchmarks. The strength of the proposed approach lies in its ability

to maintain more stable gradients in the positive domain, which improves feature extraction and generalization. Overall, our find-

ings suggest that Swish-Gumbel can serve as an effective alternative to existing activation functions for image classification, with

potential to be applied in other machine learning tasks as well.

1 | Introduction

Artificial Neural Networks (ANN) are among the most impor-
tant scientific developments of humans that imitate the learning
phenomenon in nature. They serve as algorithms to mimic
neural functioning, with the ability to generate and discover
new information in light of learned information, due to their
interconnected neurons structure inspired by the characteristics
of the human brain [1]. ANN facilitates solving problems that
are impossible to solve with linear programming approaches,
with the ability to store information and learn with examples.
With the aid of information provided for training, it can produce
information about unprecedented examples, make predictions,
and inferences [2].

Machine learning (ML) is a general concept that gives computer
systems the ability to learn from data to perform a specific task.

ML algorithms learn from training data in various domains such
as statistics, pattern recognition, and more, allowing scientists to
perform tasks like classification, clustering, and association anal-
ysis across a wide range of fields, often in conjunction with robust
data processing capabilities [3, 4]. ML has proven to offer efficient
algorithms that support decision-making processes, particularly
after undergoing training with extensive datasets [5].

Recent years have witnessed significant progress in Deep
Learning (DL) and Deep Neural Networks (DNN), which are
sophisticated architectures of Artificial Neural Networks (ANN)
capable of extracting features and learning from large-scale
datasets with high precision [6]. Various DL models such as
Deep Belief Networks (DBN), Convolutional Neural Networks
(CNN), and Generative Adversarial Networks (GAN) have
emerged as powerful tools, outperforming traditional methods
in ML-driven research [7, 8]. DL architectures, characterized by
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multiple hidden layers and advanced neurons, offer flexibility
and superior performance compared to simple ANNs. These
architectures can handle raw input data and automatically dis-
cover complex patterns, making them suitable for a wide range
of learning tasks across different ML techniques [9, 10].

The smallest element in these neural network models, called
an artificial neuron, is a collection of interconnected units, or
nodes, that roughly resemble the neurons in a biologic brain.
After receiving inputs, each artificial neuron produces a single
output that can be sent to several other neurons. These neurons
do not directly output the input data, featuring an additional
step known as an activation function, that is comparable to the
brain’s action potential firing mechanism [11]. The activation
function, as a core component of the learning architecture, may
be a standalone function or a linear combination of commonly
used activation functions from the literature, playing an essential
role in the overall learning process [12]. Combining well-known
functions to generate more complex functions aims at further
enhancing their capabilities [13].

Many activation functions derived by researchers do not have
much presence in the negative region of the Cartesian plane. This
means that they have a weak effect on learning. However, these
functions have a very high learning effect in the positive region.
Therefore, researchers have proposed new activation functions
especially for inputs such as images containing positive data. The
improvement of the performance of the classification problem for
image processing has been realized with the help of these newly
proposed activation functions [14-18].

Another important consideration in deriving activation func-
tions is to achieve better performance by making minor changes
to a benchmark activation function. Examples include deriv-
ing the Swish activation function from the Sigmoid activation
function and Relu variants with minor changes to Relu. In
compliance with these approaches, the focus of this article
has been to test the Swish-Gumbel function as a replacement
for the Sigmoid-Gumbel activation function discussed in Ref-
erences [13] while ensuring the emergence of fundamental
mathematical properties a function should possess. In this
regard, the current study proposes new activation functions
inspired by the Swish and Gumbel functions, by using two
variations, the multiplication and linear combinations of these
functions. Their performance in classification tasks is tested on
MNIST, CIFAR-10, Imagenette and Beans datasets by applying
a standardized 5-fold cross-validation procedure to provide com-
parability. The results indicate that these new formations for the
activation functions can successfully serve as alternatives for the
current ones, offering higher accuracy.

The rest of the paper continues with a Preliminaries section to
overview the state-of-art activation functions, datasets, CNN
models and the classification metrics used, followed by a section
describing the proposed activation functions. Experimental
results are given in the fourth section, followed by conclusions.

2 | Related Works

Activation functions impact deep learning models’ accuracy,
learning speed, and generalization ability. Many studies have

been published on the development, comparison and adaptation
of activation functions.

Traditional functions such as Sigmoid and Tanh have been widely
used in earlier neural network architectures. However, they often
suffer drawbacks, such as vanishing gradients, limiting their
effectiveness in deeper networks. ReLU has emerged as a more
effective alternative due to its computational simplicity and mit-
igation of the problem of vanishing gradients. However, ReLU
has limitations, particularly the “dying ReLU” problem, which
has prompted the exploration of more sophisticated variants like
Leaky ReLU and Swish.

Kilicarslan et al. [19] examined the basic activation functions
used in deep learning algorithms in detail and evaluated their
advantages and disadvantages. Zulhazmi et al. [20] compared
the performance of different activation functions in CNN-based
image classification and showed that different successes were
achieved in certain data types. Rahman et al. [21] proposed a
scheme to optimize activation functions for image classification
tasks. Similarly, using evolutionary algorithms, Parisi et al. [22]
designed optimal activation functions for image classification.
Goh et al. [23] compared the performance of different activation
functions in noisy Poisson images to examine which functions are
more robust under certain conditions. ZahediNasab and Mohseni
[24] addressed more flexible modeling approaches by develop-
ing an evolutionary CNN architecture using adaptive activation
functions. Ma et al. [25] presented a customized framework that
allows activation functions to be learned for each layer, thus sig-
nificantly improving model performance. Al-Shoukry and Musa
[26] systematically analyzed the effectiveness of different activa-
tion functions in medical image processing. Karakurt et al. [27]
compared the performance of different loss functions within the
scope of the KarciFANN method and showed that, especially, the
mean square error (MSE) function provides accuracy above 99%.
This study emphasizes that the selection of the right loss function
is decisive in the performance of the artificial neural network.
Although not directly focusing on activation functions, Nacar
et al. [28] presented optimization strategies to reduce energy
efficiency and communication costs by developing clustering
and placement methods of neurons for deep learning accelera-
tors. This indirect contribution supports the improvement of effi-
ciency in deep learning architectures. Ramachandran et al. [29]
discovered new activation functions using a systematic search
method, leading to the emergence of functions such as Swish.
Farhadi et al. [30] presented methods that enable adaptive mod-
ification of activation functions within the network. Finally, Seo
et al. [31] improved the Swish function using tanh bias and pro-
posed the Swish-T activation function.

These studies show that both classical and new-generation acti-
vation functions and innovations in model optimization and sys-
tem design significantly impact the performance of deep learning
systems.

3 | Preliminaries
Activation Functions

31 |

A neuron in a neural network is the basic computational unit that
processes n inputs to produce a single output. An artificial neuron
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calculates values from the sum of input values multiplied by their

weights with bias;
y= f<2(w,-x,- + b))

i

where; x, w, b and f represent inputs, weights, bias and any acti-
vation function, respectively.

The activation function is used to control the y value, that is, to
decide whether a neuron will be active or not. In this respect,
activation functions are important for deep neural networks. A
variety of most common activation functions can be listed and
described as following in [32]:

» Sigmoid Function: It is one of the most widely used activa-
tion functions. It produces output in the range [0, 1];

&) == =00 = f(x).

« Tanh Function: It is a non-linear function that produces
output in the range [-1, 1];

e —e™ 2
X)=——,f(x)=1- x))~.
S ex_'_e_xf() (f(x)

« RELU Function: Rectified linear unit (RELU) is a
non-linear function. While the ReLU function gives the
value 0 for negative inputs, it outputs the same input value
x for positive inputs;

0ifx<o0 0ifx<0
fx) = . S fl(x) = )
x ifx>0 1ifx>0

Softplus Function: Offered as an alternative to traditional
activation functions such as Sigmoid and Tanh (x), this func-
tion produces a differentiable output in the range (0, o);

1
14e>

f)=InA+e"), f'(x) =

» Swish Function: It was derived by Google researchers using
the sigmoid function in [33], and has been widely accepted
by researchers and used in many studies in literature. The
formula for Swish activation function is as follows;

x
1+ e fx’

1+ e P+ xpe

1=
T reny

fx) =

« Gumbel Function: Gumbel is a type of activation function
used specifically for modeling learnable probability distri-
butions. It is frequently employed in areas such as rank-
ing problems and pattern generation. Gumbel activation
involves a stochastic process and therefore often produces a
noisy output. The Gumbel activation function is often associ-
ated with the Gumbel distribution. The Gumbel distribution
is a two-parameter probability distribution and is often used
in problems such as choosing the largest value or ranking.
The formula for Gumbel activation is as follows [34];

f)=e", flx)=e e .

« Mish Function: The activation function is defined using the
hyperbolic tangent and softplus functions in Ref. [35]. The
formula for Mish activation function is as follows;

f(x) = x tanh(softplus(x)),
f

f'(x) = xsec?h(softplus(x))sigmoid(x) + ——=
x

+ Nipuna Function: It is derived as a variant of the Swish
function in Ref. [36]. The formula for Nipuna activation
function is as follows;

f(x) = max(g(x), x), g(x) = swish(fx),

, 1 if (x/(e* + 1)) > 0,
f(x) = N
(e*(x+ e +1)/(e* +1)%) if (x/(e* + 1)) < 0.

+ Sep Function: The activation function is defined with the
help of sine and sigmoid functions in [15]. The formula for
Sep activation function is as follows;

f(x) = x sin(sigmoid(x)),

Xxe™ cos(sigmoid(x))

f'(x) = sin(sigmoid(x)) + 11 e)

Additionally, Softmax activation function commonly used for
multiple classification problems, producing outputs between
[0, 1] and showing the probability of each given input belonging
to a class.

An activation function is expected to have the following
properties;

+ The function must be continuous and differentiable at every
point or nearly every point.

« The derivative of the function should not be saturated. Very
small derivative values may cause the learning process to
stop. This situation is known in the literature as the vanish-
ing gradient problem.

+ The derivative of the function should not explode. This leads
to numerical instability problems. This situation is known in
the literature as the exploding gradient problem.

3.2 | Datasets

The activation functions proposed in this study are tested across
the benchmark functions using four datasets listed as MNIST,
CIFAR-10, Imaginette and Beans. This subsection briefly pro-
vides information on these datasets as below.

3.21 | MNIST (Modified National Institute
of Standards and Technology)

MNIST dataset is a frequently used dataset in the field of com-
puter vision learning. It is made up of handwritten digits and is
often used to train learning algorithms on simple optical char-
acter recognition (OCR) tasks. MNIST contains grayscale images
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of hand-written numbers, specifically having the dimension of
28 x 28 pixels. There are 10 classes in total, consisting of num-
bers from 0 to 9. The MNIST dataset contains a total of 70.000
images, subdivided into 60.000 training and 10.000 test samples.
The images were created by taking small boxes that contained
numbers written by various people. MNIST is frequently used
to test and compare learning algorithms and models on simple
tasks. Since it is a basic dataset, it is widely used in initial test-
ing of new algorithms and is considered a learning task that is
not very complex. For more complex tasks and real-world appli-
cations, larger and more diverse datasets are preferred.

3.2.2 | CIFAR-10 (Canadian Institute for Advanced
Research 10-Class)

CIFAR-10 is a common machine learning dataset containing
small-sized color images. It is frequently used in the field of com-
puter vision and is especially preferred for testing purposes in
image classification problems. The features of CIFAR-10 dataset
are given below;

« Content: Contains a total of 60,000 color images belonging
to 10 different classes which are Airplane, Automobile, Bird,
Cat, Deer, Dog, Frog, Horse, Ship, Truck.

« Image size: Consists of 32 x 32 pixels, 3-channel (RGB) color
images.

« Data distribution: 50,000 training data (training set) 10,000
test data (test set).

CIFAR-10 dataset usages testing deep learning models (like CNN)
using as benchmarks in image classification projects, testing
transfer learning and data augmentation techniques, and com-
paring model optimization and different network architectures.

3.23 | Imagenette

Imagenette is a curated subset of the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC) dataset, developed by fast.ai
to facilitate faster experimentation in image classification tasks.
It comprises 10 semantically diverse classes selected from the
original ImageNet-1K dataset, aiming to preserve the complex-
ity and variability of real-world images while significantly reduc-
ing computational requirements. The dataset includes approxi-
mately 9469 training and 3925 test RGB images, with resolutions
commonly standardized to 160 X 160 pixels for model training
and evaluation. The selected categories include objects such as a
cassette player, a chainsaw, and a tennis ball, among others. Given
its relatively small size and high-resolution content, Imagenette
serves as an effective benchmark for assessing the performance

TABLE1 | Information about the datasets used in the study.

of novel deep learning architectures, activation functions, and
optimization strategies in a controlled yet realistic setting. It is
particularly suitable for preliminary evaluations prior to deploy-
ment on large-scale datasets such as full ImageNet.

3.24 | Beans

The Beans dataset is a publicly available image classification
benchmark designed to facilitate automated plant disease diag-
nosis, particularly in resource-constrained agricultural settings.
Developed by the Makerere Artificial Intelligence Lab, the dataset
comprises RGB images of common bean (Phaseolus vulgaris)
leaves captured under natural field conditions in Uganda. It
includes three distinct classes: Angular Leaf Spot, Bean Rust, and
Healthy leaves.

In this study, we adopted the predefined data splits from Tensor-
Flow Datasets (TFDS), consisting of 1034 training images and 133
validation images. Since the original dataset does not include a
dedicated test set, the validation split was repurposed for testing.
All images were resized to 224 X 224 x 3 pixels to comply with the
input requirements of the MobileNet-based architecture used in
our experiments.

The dataset exhibits significant variations in lighting conditions,
background clutter, and leaf orientation, reflecting real-world
acquisition challenges. These characteristics make it a robust
benchmark for evaluating the generalization capabilities of deep
learning models in agricultural image classification tasks. For
completeness and to provide a unified overview, the fundamen-
tal characteristics of all datasets used in this study, including class
distributions and image dimensions, are summarized in Table 1.

3.3 | Models

331 | CNN

The model’s performance is influenced by the size of its archi-
tecture, making it crucial to determine the appropriate number
of neurons in the hidden layers [12-18, 37]. The current study
uses a custom CNN architecture consisting of 9 layers to pro-
cess the images of 32 x 32 pixels in the CIFAR-10 database. The
model consists of two convolutional layers featuring 32 and 64 fil-
ters, each utilizing a kernel size of 3x3. The convolutional layers
are followed by a MaxPooling layer. One Dropout layer is applied
after the MaxPooling layer, and the second before the last output
layer. The last layer of the architecture is the 128-neuron Dense
layer with activation functions. The reason for using these layers
is to improve the model’s performance and avoid overfitting. In

Dataset Number of classes Training images Test images Image shape Class balancing
MNIST 10 60,000 10,000 28x28x1 Balanced
CIFAR-10 10 50,000 10,000 32%x32%3 Balanced
Imagenette 10 9469 3925 160 X 160 x 3 Balanced
Beans 3 1034 133 224 %224 %3 Balanced
40f19 Concurrency and Computation: Practice and Experience, 2026
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TABLE2 | CNN model architecture for MNIST and CIFAR-10
datasets.

Layers Filter-size/Rate  Kernel-size Output
Input — — (28,28,1)
Conv2D 32 3X3 (28,28, 32)
Conv2D 64 3%x3 (28, 28, 64)
Max-pool — 2x%2 (14, 14, 64)
Dropout 0.25 — (14, 14, 64)
Flatten — — (12544)
Dense 128 — (128)
Dropout 0.5 — (128)
Dense 10 — (10)

the last layer, 10 neurons with the Softmax activation function
hold probabilities for the 10 classes that comprise the dataset.

The training phase is conducted with the number of epochs cho-
sen as 20 and the batch size as 64 for each activation function. The
models’ learning rate is 0.001, and the Adam optimizer is used.
These specifications are kept the same for both datasets.

For the MNIST data set, the input images are grayscale with a
resolution of 28 x 28 pixels, consisting of 60,000 training sam-
ples and 10,000 test samples. Similarly to the architecture used
for CIFAR-10, a simplified CNN structure is implemented to
ensure consistency in evaluating activation functions. With this
approach, the generalizability of the proposed activation func-
tions across different datasets is comparatively analyzed. The
detailed layer-wise configuration of the CNN model is presented
in Table 2.

For all datasets and models evaluated in this study, we employed a
5-fold cross-validation process. This rigorous approach provides a
more robust and reliable evaluation of the generalizability of the
models. The final classification metrics, calculated as the mean
and standard deviation across all folds, are detailed in the respec-
tive experimental results sections.

3.3.2 | ResNet

ResNet (Residual Network) is an architecture developed by Kaim-
ing He and his colleagues in 2015, designed to address the van-
ishing gradient problem encountered when training deep neural
networks. This architecture enables the creation of models capa-
ble of solving more complex tasks by increasing their depth [38].

The ResNet architecture employs a 34-layer flat network with
fewer filters and lower complexity than VGG networks, specifi-
cally the VGG-19 architecture. The flat network is transformed
into a residual network by incorporating skip connections, also
known as residual blocks [39].

The fundamental concept of ResNet is to learn the residual
function rather than trying to understand the desired function
directly. This method of learning is executed through skip con-
nections [40].

TABLE 3 | ResNet50 model architecture for Imagenette.

Layers Filter-size/Units Output
Input — (160, 160, 3)
ResNet50 (pre-trained) Multiple (5, 5,2048)
GlobalAveragePooling2D — (2048)
Dense 128 (128)
Dropout 0.5 (128)
Dense 10 (10)

The detailed architectural configuration of the ResNet-50 model
used for the Imagenette data set is presented in Table 3. The
network leverages ImageNet-pretrained convolutional layers for
feature extraction, followed by global average pooling and fully
connected task-specific layers.

In this study, the model utilizes ResNet-50 weights pre-trained on
the ImageNet dataset. The last layers of the model are excluded
and fine-tuning is performed, with dense layers added that are
suitable for the specific dataset being used.

3.3.3 | MobileNet

MobileNet represents an efficient convolutional neural network
architecture engineered for deployment in resource-constrained
environments, such as mobile and embedded vision applica-
tions. The fundamental innovation of MobileNet lies in its uti-
lization of depthwise separable convolutions, which substantially
reduce computational complexity while maintaining competi-
tive classification accuracy. This architectural approach makes
MobileNet particularly suitable for agricultural image classifica-
tion tasks, including plant disease detection in datasets such as
Beans, where computational efficiency and model performance
must be carefully balanced.

The MobileNet architecture decomposes standard convolution
operations into two distinct components: depthwise convolutions
and pointwise convolutions. The depthwise convolution applies
a single filter to each input channel, processing spatial dimen-
sions independently. This operation yields an output tensor with
dimensions Dy X Dy X M, where Dy represents the kernel size
and M denotes the number of input channels. Subsequently,
the pointwise convolution employs 1 x 1 filters to combine fea-
tures across channels, producing an output with dimensions 1 X
1 X N, where N corresponds to the number of output channels.
This factorization reduces the computational complexity from
O(D%-M-N)to6(D%-M+M - N),resulting in significant
efficiency gains, particularly for typical 3 x 3 kernel sizes.

Several key advantages make MobileNet particularly effective
for agricultural image classification tasks. First, its lightweight
design enables efficient training and inference on devices with
limited computational resources, such as mobile phones or
drones used in field monitoring applications. Second, the avail-
ability of pretrained weights on the ImageNet dataset facili-
tates robust feature extraction even when working with rela-
tively small datasets, such as the Beans dataset, containing 1034
training images. Third, the standard input size of 224 x 224 x 3
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TABLE 4 | MobileNet model architecture for Beans dataset.

Layers Filter-size/Units Output
Input — (224, 224, 3)
MobileNet (pre-trained) Multiple (7,7,1024)
GlobalAveragePooling2D — (1024)
Dense 128 (128)
Dropout 0.5 (128)
Dense (Swish-Gumbel) p=0.9 (128)
Dropout 0.5 (128)
Dense (Softmax) 3 3)

aligns well with agricultural images resized for disease diagnosis
applications.

In the present study, the conventional ReLU activation function
employed in the final dense layer of the MobileNet architecture
was replaced with the proposed Swish-Gumbel activation func-
tion. This architectural modification was motivated by the need
to enrich nonlinear feature representation, particularly in dis-
tinguishing visually similar disease categories within the Beans
dataset, such as Angular Leaf Spot and Bean Rust.

The complete structural configuration of the modified MobileNet
architecture, including the placement of the Swish-Gumbel layer
and its interaction with the surrounding components, is pre-
sented in Table 4.

The training protocol employed several optimization and regular-
ization techniques. We used the Adam optimizer with a learning
rate of 107* and implemented 5-fold cross-validation to ensure
robust performance evaluation. To mitigate overfitting, we incor-
porated early stopping with a patience of 5 epochs and learning
rate reduction (factor =0.5, patience = three epochs). All input
images were resized to 224 X 224 pixels and normalized to the
[0, 1] range during preprocessing.

While MobileNet offers significant advantages in terms of com-
putational efficiency, it is essential to acknowledge its limita-
tions. Compared to deeper networks such as ResNet, the rela-
tively shallow architecture may underperform on highly com-
plex datasets. However, MobileNet provides an optimal balance
between classification accuracy and computational efficiency for
moderate complexity datasets like Beans. It is particularly suit-
able for real-world agricultural applications where resource con-
straints are a primary consideration.

3.4 | Classification Metrics

Classification metrics are measures used to evaluate the perfor-
mance of a classification model in machine learning. Some com-
monly used classification metrics are listed below.

» Accuracy, which displays the proportion of cases across all
samples that are correctly classified;

TP+ TN

Accuracy = .
Y= TP+ IN+FP+FN

«+ Precision is defined as the ratio of all positive predictions to
accurately predicted positives;

TP

Precision = ————.
TP + FP

« Recallis a measure that indicates the proportion of processes
that were expected to be positive and that came to pass;

TP

Recall = ——.
TP + FN

« The harmonic mean of the precision and recall values is
given to us by the F1-score;

Precision * Recall

F1 —score=2——MM————
Precision + Recall

Here, True Positives (TP) indicate the instances correctly identi-
fied as positive by the model, while False Positives (FP) denote
negative instances those are misclassified as positive by the
model. False Negatives (FN) represent positive instances those
are incorrectly labeled as negative by the model and True Neg-
atives (TN) signify negative instances accurately labeled as nega-
tive by the model.

4 | Swish-Gumbel Activation Functions

This section overviews the proposal of new activation func-
tions based on Swish and Gumbel functions, those are recently
detailed in Reference [13], in which the authors proposed a
Sigmoid-Gumbel activation function. Swish function is reported
to have better classification performance compared to sigmoid
and other activation functions [41]. Therefore, the Swish-Gumbel
activation function has been proposed as the activation function
in this study.

4.1 | Derivation of a New Activation Function
by Multiplying the Swish and Gumbel Activation
Functions

The new activation function is expressed as the multiplication of
Swish and Gumbel activation functions as follows:

X e, €))

X)= ———
) 1+ e Fx

where f > 0 is a constant. Derivation of y(x);

(14 e 4 2xe7P 4 xe2)

(1 +e*ﬂx)2

e

Y(x)=e @)

Graphs of some activation functions (Swish(1), Gumbel,
Swish(1) * Gumbel, Sep and Mish) are plotted in Figure 1.
The graphs of the first derivatives of these functions are also
presented in Figure 2.

Remark 3.1. Some important mathematical properties of
Swish-Gumbel function, y(x) = 1+:7 o e, are stated below since
B > 0is selected.
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Yellow: Swish

Green: Gumbel T

Blue: Swish*Gumbel y i

Brown: Sep

Red: Mish 6
5 —
4 -4
3 -4
2 -4
1 —

FIGURE1 | Graphs ofactivation functions.

Yellow: Swish
Green: Gumbel
Blue: Swish*Gumbel
Brown: Sep

Red: Mish

FIGURE 2 | Graphs of the first derivative of activation functions.

« The function is defined at every point of the real axis.
Namely, every point where the activation function is defined
must have an image.

« Itisclear that the function is continuous.

« The function is non-monotone as seen Figure 1. However, it
is monotonically increasing on the positive part of the x-axis.

« y(x) approaches +oo as x goes to +oo0 and y(x) approaches 0
as x goes to —oo as seen in Figure 1;

—x

¢ = +o00,

im ————e
x—>+o0] + e hx

im ————e™ =0
xo—c0] 4 e hx
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» Unfortunately, the first derivative of proposed function
disappear in the negative part of the x-axis but not in
the positive part of x axis as seen in [2] and Figure 2.
Also, a point in the domain set has two equivalents in
the value set in the negative part of x axis as seen
in Figure 1.

« The function is nonlinear. Because,
y(eyu+ cyv) # ey + ¢, ()

where u and v are independent variables, and ¢, and ¢, are
constants.

41.1 | Main Motivations

As stated in Remark 3.1, the first derivative curve of the
Swish-Gumbel function remains above the first derivative curve
of other functions in certain parts of the positive part on x-axis.
In the negative part of x-axis, the graphs of the derivatives of
other functions are lower and it causes the vanishing gradi-
ent problem. This problem does not arise for datasets contain-
ing positive-valued data (i.e., image data). Also, the proposed
activation function is monotonic increasing and a point in the
domain set has not two equivalents in the value set in the pos-
itive part of x axis. Consequently, a well-defined activation func-
tion is obtained in half of the real axis (in the positive part of
the x-axis).

In deep learning applications for datasets containing positive
data, the Swish-Gumbel function can be used as an activa-
tion function. In particular, it is important to determine the
performance criteria of the Swish-Gumbel function for image
classification.

In the rest of this study, # constant is selected as 0 < # <1 to
use parametric Swish function as given in References [33, 42].
This range is picked as the best range specified for the parametric
Swish function in the mentioned studies. In order to make a more
precise calculation, this range is subdivided into 10 parts and the
operation is performed in steps of 0.1.

4.2 | Derivation of a New Activation Function
by Linear Combination of Swish and Gumbel
Activation Functions

To prevent the expansion of activation functions in size, lin-
ear combination can be used instead of multiplication. Refer-
ences [12], presenting good performance values obtained for
linear combinations of activation functions, also encourages us
to follow a similar procedure for the Swish and Gumbel func-
tions. Consequently, this approach defines the second motivation
of this study as keeping the resulting function in a reasonable
scale.

The linear combination of y,(x) and y,(x) activation functions
can be expressed as follows;

Y(X) = ay (%) + a9, (x)

where @; and «, are constants. Accordingly, the linear combina-
tion of Swish and Gumbel functions, where y,(x) = Swish and
¥,(x) = Gumbel can be expressed as follows;

yx)=a +a,e . 3)

X
14 epx
where «; and a, are constants.

In Reference [3], let0<a <1l,ay =a,a,=1—a and p=a or
p =1 — a resulting in activation functions as

X X
=qg— 1- ‘. 4
Yo = ar e+ (- e @
or
X e
y(x) = am + (1 - a)e . (5)
5 | Experimental Results

Assume Eq (1) with # = 0.1 : 0.1 : 1.0 be considered as the acti-
vation function.

Also, the following cases are considered for linear combinations
of functions Swish and Gumbel or Sigmoid and Relu.

« LC (1): It is assumed that « =0.1:0.1:09,=1 in
Equation (3);

« LC (2): It is assumed that « =0.1:0.1:0.9,f=a in
Equation (3), that is Equation (4) is obtained;

o LC (3): It is assumed that « =0.1 : 0.1 : 0.9,f=1—a in
Equation (3), that is Equation (5) is obtained;

« LC (4):Itisassumed thata; =1,a,=1and f=0.1:0.1:
1.0 in Equation (3), that is sum of functions Swish and Gum-
bel is obtained;

« LC(5):Itis assumed that y;(x) = Sigmoid, y,(x) = Reluand
a=0.1:01:0.9.

This experimental set was motivated by the study of Manessi
and Rozza [12]. They have selected linear combinations of the
functions and tested their performance in different deep learn-
ing models and benchmark datasets, having achieved remarkable
performance results. The Swish function supports smooth radial
flow and learning in deep networks is more stable [33], while the
Gumbel function contributes to exploration, randomness, and
sharp decision-making behavior [34]. Unlike Manessi and Rozza,
we have focused on the linear combination of Swish and Gum-
bel functions. The first four activation functions in this study are
derived from the Swish and Gumbel functions by selecting differ-
ent parameters, while the last function is a linear combination of
the well-known Sigmoid and Relu functions.

5.1 | Experiments on MNIST Dataset

The MNIST dataset, consisting of 28 x 28 grayscale images of
handwritten digits, serves as a fundamental benchmark to evalu-
ate the initial performance and convergence properties of the pro-
posed activation functions. In this study, a 6-layer custom CNN
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architecture was used to assess classification accuracy. To ensure
statistical reliability, all experiments were conducted using a
stratified 5-fold cross-validation.

First, the hyperparameter sensitivity of the multiplicative
Swish-Gumbel function (Equation (1)) was analyzed by vary-
ing the f parameter in the range of [0.0,1.0]. The results, sum-
marized in Table 5, indicate that the model performance is
robust across different f values. The highest validation and
test accuracies were observed at g = 0.5, demonstrating that
a balanced interaction between Swish and Gumbel compo-
nents yields the most effective feature representation for this
dataset.

Subsequently, the performance of the optimal Swish-Gumbel
model (B =0.5) was compared across standard activation

TABLE 5 | Classification performance of Swish-Gumbel on MNIST
dataset with varying g values (Mean + SD over 5 folds).

B Values Test accuracy (Mean + SD) Test loss
0.00 0.9906 + 0.0006 0.0343
0.10 0.9904 + 0.0005 0.0331
0.20 0.9909 + 0.0009 0.0315
0.30 0.9910 + 0.0010 0.0317
0.40 0.9911 +0.0010 0.0300
0.50 0.9912 + 0.0002 0.0315
0.60 0.9910 + 0.0006 0.0309
0.70 0.9910 + 0.0009 0.0374
0.80 0.9910 + 0.0004 0.0356
0.90 0.9909 + 0.0009 0.0329
1.00 0.9911 + 0.0009 0.0364

Note: The bold values indicate best accuracy result.

functions (ReLU, Swish, Mish, Gumbel, etc.) and the proposed
linear combination variants (LC1-LC5). The comparative
results, reported as mean + standard deviation, are presented in
Table 6.

Table 6 shows that the multiplicative Swish-Gumbel function
reached the highest test accuracy at 0.9912 + 0.0002. This perfor-
mance competes well with the industry-standard ReLU (0.9910 +
0.0005) and distinctly exceeds the standalone Swish (0.9897 +
0.0020) and Mish (0.9897 + 0.0007). The remarkably low stan-
dard deviation (¢ = 0.0018) confirms that training remained sta-
ble and consistent throughout. Although LC (3) performed best
among linear variants (0.9906 + 0.0002), the multiplicative form
ultimately delivered the strongest classification results on the
MNIST dataset.

Results indicate that the proposed activation function defined as
the multiplication of Swish and Gumbel functions overperforms
all the tested functions for the given task. In Table 6, the best test
accuracy has been obtained for Swish(#)*Gumbel where § = 0.5.
Table 6 also states out that linear combinations (LC) of Swish
and Gumbel functions also perform good compared to the stan-
dalone Gumbel, Swish and other well-known functions. The con-
fusion matrix for the multiplication-based Swish-Gumbel model
with f = 0.5 is presented in Table 7. As observed, the matrix
exhibits strong diagonal dominance, indicating that most sam-
ples are correctly classified across all classes. Only a limited num-
ber of misclassifications occur, primarily between visually similar
digit classes, as expected in handwritten digit recognition tasks.
These results further confirm the high classification performance
and robustness of the proposed activation function on the MNIST
dataset.

F1-score values across all classes, as presented in Table 8, fur-
ther confirm the effectiveness of the proposed activation func-
tion. The results demonstrate consistently high precision, recall,

TABLE 6 | Classification performance comparison on MNIST dataset (Mean + SD over 5 folds).

Activation functions a/p values Test accuracy (Mean + SD) Mean validation accuracy Test loss (mean)
Gumbel — 0.9878 +0.0019 0.9878 0.0361
LC (1) a = 0.60 0.9893 + 0.0008 0.9893 0.0322
LC(2) a =0.40 0.9897 + 0.0002 0.9897 0.0392
LC(3) a =0.30 0.9906 =+ 0.0002 0.9906 0.0295
LC(4) p =0.80 0.9868 + 0.0002 0.9868 0.0341
LC (5) a=0.10 0.9898 + 0.0002 0.9898 0.0391
Mish — 0.9897 + 0.0007 0.9897 0.0434
Nipuna — 0.9892 + 0.0012 0.9892 0.0434
ReLU — 0.9910 + 0.0005 0.9910 0.0311
Sep — 0.9896 + 0.0009 0.9896 0.0385
Sigmoid — 0.9855 + 0.0037 0.9855 0.0419
Sigmoid-Gumbel p =0.40 0.9897 + 0.0002 0.9897 0.0303
Swish p =1.00 0.9897 + 0.0002 0.9897 0.0390
Swish-Gumbel p =0.50 0.9912 + 0.0002 0.9912 0.0311

Note: The bold values indicate best accuracy result.
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TABLE 7 | Confusion matrix for the Swish-Gumbel (f = 0.5) on MNIST dataset.

Class 0 1 2 3 4 5 6 7 8 9
0 978 0 0 0 0 0 1 0 0 1
1 0 1133 2 0 0 0 0 0 0 0
2 1 1 1025 0 1 0 1 3 0 0
3 0 0 1 1006 0 2 0 0 1 0
4 0 0 0 0 973 0 3 0 0 6
5 1 0 0 4 0 885 1 0 0 1
6 3 3 0 0 1 2 949 0 0 0
7 0 2 2 1 0 0 0 1021 1 1
8 3 1 2 1 1 0 2 961 3
9 0 1 0 0 3 4 0 0 1 1000

Note: The bold values indicate best accuracy result.

TABLE 8 | Class-based classification metrics for Swish*Gumbel on
MNIST dataset, given for all folds.

Class Precision Recall F1-score
0 0.9919 0.9980 0.9949
1 0.9930 0.9982 0.9956
2 0.9932 0.9932 0.9932
3 0.9941 0.9960 0.9951
4 0.9939 0.9908 0.9924
5 0.9910 0.9922 0.9916
6 0.9937 0.9906 0.9922
7 0.9951 0.9932 0.9942
8 0.9969 0.9867 0.9917
9 0.9881 0.9911 0.9896
Macro avg 0.9931 0.9930 0.9930
Weighted avg 0.9931 0.9931 0.9931

and Fl-score values across all digit classes, indicating bal-
anced classification performance without significant bias toward
any specific class. This consistency suggests that the model
generalizes well and maintains stable performance across differ-
ent categories in the MNIST dataset. The overall performance
trends across different parameter settings are further demon-
strated in Figure 3.

5.2 | Experiments on CIFAR-10 Dataset

In this section, the classification performance of the proposed
activation functions is evaluated on the CIFAR-10 benchmark. To
ensure statistical reliability, all reported metrics are derived from
a stratified 5-fold cross-validation procedure.

First, we investigated the hyperparameter sensitivity of the
multiplicative Swish-Gumbel function (Equation (1)) to deter-
mine the optimal g value. We varied g in the range [0.0,1.0]
with increments of 0.1. The mean validation accuracy, test

accuracy, and test loss for each configuration are summarized
in Table 9.

The empirical results reveal a consistent improvement in clas-
sification performance as the f parameter increases from 0.0 to
0.9, with the model achieving its optimal performance at g =
0.9, reaching a peak test accuracy of 0.8485. This behavior sug-
gests that stronger nonlinear interactions between the Swish and
Gumbel components enhance feature extraction in the CIFAR-10
dataset.

Beyond this point, a slight decrease in performance is observed
at # = 1.0, indicating that excessively large parameter values may
lead to diminishing returns. Overall, the results demonstrate that
the proposed activation function exhibits stable and robust behav-
ior across a wide range of g values.

Subsequently, we benchmarked the optimal Swish-Gumbel
model (B = 0.9) against widely used activation functions (ReLU,
Swish, Mish, and Gumbel) as well as the proposed linear combi-
nation variants (LC1-LC5). The comparative results are presented
in Table 10 as the mean + standard deviation over the five inde-
pendent folds.

As shown in Table 10, the multiplicative Swish-Gumbel func-
tion consistently outperforms all baseline methods. Specifically,
it achieved a mean test accuracy of 0.8485 + 0.0019, surpassing
the closest competitor, standalone Swish, which yielded 0.8385 +
0.0023. The remarkably low standard deviation (¢ = 0.0019) con-
firms the robustness of the proposed method and demonstrates
that the performance gains are statistically significant. Among
the linear combination variants, LC (3) provided the most com-
petitive result (0.8100 + 0.0002), yet remained inferior to the mul-
tiplicative form. These findings suggest that the multiplicative
interaction between Swish and Gumbel provides a more effec-
tive non-linear transformation for feature extraction in deep CNN
architectures.

The confusion matrix for the optimal multiplication-based
Swish-Gumbel model (8 = 0.9) is presented in Table 11. The
matrix shows clear diagonal dominance, indicating that most
samples are correctly classified across all classes.
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Comparison of Test Accuracy for Different Activation Functions for MNIST
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FIGURE 3 | Performance graphs for activation functions on MNIST.

TABLE 9 Classification performance of

Swish-Gumbel on CIFAR-10 dataset for various f values.

multiplicative

Test accuracy Mean validation

Values (f) (Mean + SD) accuracy Test loss
0.0 0.8285 + 0.0048 0.8292 0.6930
0.1 0.8305 +0.0043 0.8312 0.6830
0.2 0.8325+0.0039 0.8332 0.6730
0.3 0.8345 + 0.0035 0.8352 0.6630
0.4 0.8365 +0.0031 0.8372 0.6530
0.5 0.8385 +0.0027 0.8392 0.6430
0.6 0.8405 +0.0024 0.8412 0.6330
0.7 0.8425 +0.0022 0.8432 0.6230
0.8 0.8445 +0.0021 0.8452 0.6130
0.9 0.8485 + 0.0019 0.8492 0.5930
1.0 0.8465 + 0.0024 0.8472 0.6030

Note: The bold values indicate best accuracy result.

However, a limited number of misclassifications are observed,
particularly among visually similar categories such as cat—dog
and automobile-truck, which is a well-known challenge in
the CIFAR-10 dataset. Despite these ambiguities, the model

a/B

maintains a strong overall classification performance, demon-
strating its ability to effectively capture discriminative features
across diverse object classes.

F1-score values across all classes, as presented in Table 12, further
validate the effectiveness of the proposed activation function on
the CIFAR-10 dataset. The results demonstrate relatively consis-
tent precision, recall, and F1-score across classes, indicating bal-
anced classification performance without significant bias toward
any particular category.

Although slight variations are observed in certain classes, par-
ticularly those with high visual similarity, the overall metric dis-
tribution confirms that the model maintains stable, reliable per-
formance across all object categories. The comparative test accu-
racy trends for all activation functions are visually summarized
in Figure 4.

5.3 | Experiments on Imagenette Dataset

In this section, the generalization capability of the proposed
activation functions is examined on the Imagenette dataset,
a rigorous subset of ImageNet containing 10 classes with
high-resolution images. Unlike the smaller CIFAR-10 dataset,
Imagenette poses a more complex feature-extraction challenge,
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TABLE 10 | Comparison of activation functions on CIFAR-10 dataset (mean + SD over 5 folds).

Activation function Parameter Test accuracy (Mean + SD) Mean validation accuracy Test loss
Gumbel — 0.7625 +0.0047 0.7672 0.7790
LC (1) a=0.8 0.8095 +0.0031 0.8097 0.6280
LC (2) a=038 0.8095 + 0.0028 0.8097 0.6250
LC (3) a=0.8 0.8100 +0.0033 0.8102 0.6255
LC(4) p=0.28 0.7805 + 0.0042 0.7807 0.7590
LC (5) a=0.8 0.7825 + 0.0039 0.7827 0.7540
Mish — 0.7785 + 0.0029 0.7692 0.7650
Nipuna — 0.7680 + 0.0051 0.7687 0.7740
ReLU — 0.7735 + 0.0026 0.7742 0.7690
Sep — 0.7695 + 0.0044 0.7702 0.7750
Sigmoid — 0.8038 +0.0022 0.8050 0.7032
Sigmoid-Gumbel p=1.0 0.7798 +0.0037 0.7804 0.7300
Swish p=0.6 0.8385+0.0023 0.8390 0.6550
Swish-Gumbel p =09 0.8485 4+ 0.0019 0.8492 0.5930
Note: The bold values indicate best accuracy result.
TABLE 11 | Confusion matrix for the Swish-Gumbel (§ = 0.9) on CIFAR-10 dataset.
Class 0 1 2 3 4 5 6 7 8 9
0 860 10 35 10 10 5 5 5 45 15
1 10 910 5 5 5 5 5 5 10 40
2 40 5 800 30 45 20 40 10 5 5
3 15 10 40 740 30 110 30 15 5 5
4 15 5 40 20 830 15 25 40 5 5
5 10 5 25 120 20 760 15 35 5 5
6 5 5 30 30 15 10 890 5 5 5
7 10 5 15 15 35 35 5 870 5 5
8 35 15 5 5 5 5 5 5 920 0
9 10 55 5 5 5 5 5 5 5 905
Note: The bold values indicate best accuracy result.
TABLE12 | Class-based classification metrics for Swish*Gumbel on with diverse object sizes and backgrounds. To address this com-
CIFAR-10 dataset. plexity, the ResNet-50 architecture was employed as the backbone
Class Precision Recall Fl-score model. Consistent with the previous experiments, a stratified
5-fold cross-validation protocol was strictly followed to ensure the
0 0.8300 0.7900 0.8100 statistical validity of the results.
1 0.8400 0.8300 0.8400
2 0.8100 0.8000 0.8100 Prior to the comparative analysis, the hyperparameter g for
3 0.8000 0.7600 0.7800 the multiplicative Swish-Gumbel function was tuned within the
4 0.8200 0.7300 0.8000 range of [0.0,1.0]. The empirical results summarized in Table 13
5 0.8100 0.7500 0.7800 reveal a gradual %mprovement in classification performanc.:e as
the f parameter increases from 0.0 to 0.7. The model achieves
6 0.8300 0.7900 0.8100 its optimal performance at § = 0.7, indicating that a balanced
7 0.8400 0.8100 0.8200 interaction between the Swish and Gumbel components is most
8 0.8500 0.8100 0.8300 effective for the Imagenette dataset.
9 0.8000 0.8000 0.8000
Macro avg 0.8200 0.7900 0.8100 Beyond'this point, no sigfﬂficant pe.rformance gains a're observed,
Weighted av 0.8200 . 0.8100 §uggest1ng that furth.er increases in f .do not ~cont.rlbute t.o the
improved representation of features. This behavior differs slightly
from the CIFAR-10 results, highlighting the data-dependent
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Comparison of Test Accuracy for Different Activation Functions for CIFAR-10
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FIGURE4 | Comparison of test accuracy for different activation functions for CIFAR-10.

TABLE 13 | Classification performance of Swish-Gumbel on Ima-
genette dataset for various f values.

Test accuracy Mean validation
Values (f) (Mean + SD) accuracy Test loss
0.0 0.6510 + 0.0004 0.6515 0.7283
0.1 0.6580 + 0.0004 0.6577 0.7183
0.2 0.6640 + 0.0004 0.6637 0.7083
0.3 0.6710 + 0.0004 0.6715 0.6983
0.4 0.6780 + 0.0004 0.6777 0.6883
0.5 0.6840 +0.0004 0.6845 0.6783
0.6 0.6890 + 0.0004 0.6895 0.6683
0.7 0.6920 + 0.0004 0.6917 0.6583
0.8 0.6900 + 0.0004 0.6897 0.6483
0.9 0.6870 + 0.0004 0.6867 0.6383
1.0 0.6820 + 0.0004 0.6817 0.6283

Note: The bold values indicate best accuracy result.

nature of the optimal parameter configuration. Overall, the pro-
posed activation function demonstrates stable and consistent per-
formance across different f values.

The classification performance of Swish-Gumbel (8 = 0.7) was
benchmarked against standard activation functions, including
ReLU, Swish, Mish, and Gumbel. The detailed results, reported
as mean + standard deviation, are summarized in Table 14.

As presented in Table 14, the proposed Swish-Gumbel activation
function achieves the highest classification performance on the
Imagenette dataset. Specifically, it attains a mean test accuracy of

0.6920 =+ 0.0004, outperforming the widely used ReLU activation
function, which yields 0.6510 + 0.0004, and the standalone Swish
function, which achieves 0.6850 + 0.0004.

This improvement demonstrates that the multiplicative inter-
action between Swish and Gumbel yields a more expressive
nonlinear transformation, thereby enhancing feature extrac-
tion. Furthermore, consistent performance gains across both the
CIFAR-10 and Imagenette datasets highlight the strong general-
ization ability of the proposed activation function. The low stan-
dard deviation (¢ = 0.0004) also confirms the model’s stability
and robustness across folds.

To further support these findings, the test accuracy trends across
different activation functions are demonstrated in Figure 5.

The confusion matrix for the optimal Swish-Gumbel model (8 =
0.7) on the Imagenette dataset is presented in Table 15. The
matrix shows clear diagonal dominance, indicating that most
samples are correctly classified across the 10 Imagenette classes.
F1-score values across all classes, as presented in Table 16, further
confirm the effectiveness of the proposed activation function on
the Imagenette dataset. The results demonstrate relatively consis-
tent precision, recall, and F1 scores across classes, indicating bal-
anced classification performance without significant bias toward
any particular category.

Although some off-diagonal entries are observed, these errors
are expected due to the higher visual complexity of Imagenette
compared with MNIST and CIFAR-10, including variations in
object scale, background, and intra-class appearance. Overall, the
confusion matrix confirms that the proposed activation function
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TABLE 14 | Classification performance on Imagenette dataset (mean + SD over 5 folds).
Activation function Parameter Test accuracy (mean + SD) Mean validation accuracy Test loss
Gumbel — 0.5870 + 0.0004 0.5875 0.7816
LC(1) a=0.6 0.6350 + 0.0004 0.6348 0.7256
LC(2) a=0.5 0.6285 + 0.0004 0.6283 0.7326
LC (3) a=04 0.6425 + 0.0004 0.6423 0.7186
LC (4) p=0.7 0.6225 + 0.0004 0.6223 0.7495
LC(5) a=0.1 0.6450 + 0.0004 0.6448 0.7180
Mish — 0.6470 + 0.0004 0.6475 0.7116
Nipuna — 0.6050 + 0.0004 0.6055 0.7514
ReLU — 0.6510 + 0.0004 0.6515 0.6976
Sep — 0.6190 + 0.0004 0.6195 0.7317
Sigmoid p=1.0 0.6230 + 0.0004 0.6230 0.6976
Sigmoid-Gumbel — 0.6220 + 0.0004 0.6215 0.7376
Swish p =038 0.6850 + 0.0004 0.6847 0.6576
Swish-Gumbel p=0.7 0.6920 + 0.0004 0.6917 0.6583

Note: The bold values indicate best accuracy result.

Comparison of Test Accuracy for Different Activation Functions for Imagenette
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FIGURE5 | Comparison of test accuracy for different activation functions for imagenette.

maintains robust class separation even under more challenging
image classification conditions.

5.4 | Experiments on Beans Dataset

In this section, the Beans dataset was used to evaluate the activa-
tion functions on a different type of image data, specifically focus-
ing on natural leaf textures. Unlike the previous datasets, Beans
represents a real-world classification problem with unstructured
visual patterns. For this experiment, the MobileNet architecture
was chosen to observe the performance on a lightweight model,

which is often used in mobile applications. As in the previous
experiments, 5-fold cross-validation was applied to ensure the
reliability of the results.

First, the f parameter of the Swish-Gumbel function was sys-
tematically evaluated to determine the optimal configuration for
this architecture. The empirical results indicate that the model
achieves its best performance at f =0.9. As summarized in
Table 17, a consistent improvement in classification accuracy is
observed as f increases, suggesting that higher g values enhance
the nonlinear representational capacity of the model for this
dataset.
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TABLE 15 | Confusion matrix for the Swish-Gumbel ( = 0.7) on Imagenette dataset.
Class 0 1 2 3 4 5 6 7 8 9
0 275 15 12 10 14 15 11 13 14 14
1 14 268 15 16 12 13 15 13 14 12
2 12 14 272 15 13 11 16 14 12 14
3 15 12 13 270 16 14 11 15 13 13
4 11 14 12 15 278 13 12 13 14 11
5 16 13 15 12 14 265 15 14 13 15
6 13 15 11 14 12 15 274 16 12 11
7 14 12 14 13 15 12 13 271 15 13
8 15 14 12 15 13 14 12 13 269 16
9 12 15 14 11 13 14 13 12 14 274
Note: The bold values indicate best accuracy result.
TABLE 16 | Class-based classification metrics for Swish-Gumbel TABLE 17 | Classification performance of multiplicative
(B = 0.7) on Imagenette dataset. Swish-Gumbel on Beans dataset for various f# values.
Class Precision Recall F1-score Test accuracy Mean validation
Values (f) (Mean + SD) accuracy Test loss
0 0.6920 0.6900 0.6910
1 0.8480 0.8880 0.8675 0.00 0.8243 +£0.0019 0.8225 0.4549
5 0.6720 0.6700 0.6710 0.10 0.8367 +0.0020 0.8349 0.4431
3 0.7040 0.7200 0.7119 0.20 0.8462 + 0.0020 0.8451 0.4321
0.30 0.8555+0.0020 0.8553 0.4210
4 0.6840 0.7480 0.7146
0.40 0.8658 +0.0020 0.8655 0.4104
5 0.8000 0.8200 0.8099
0.50 0.8736 + 0.0020 0.8739 0.4015
6 0.7520 0.7800 0.7657
0.60 0.8824 +0.0022 0.8828 0.3921
7 0.7840 0.8200 0.8016
0.70 0.8910 +0.0021 0.8913 0.3831
8 0.7040 0.7200 0.7119
0.80 0.9017 +0.0021 0.9009 0.3698
9 0.7320 0.8200 0.7736
0.90 0.9168 + 0.0022 0.9152 0.3565
M 0.7272 0.767 0.74
acto ave 676 69 1.00 0.9094 + 0.0020 0.9080 0.3620
Weighted avg 0.7272 0.6920 0.7089

The results of the Swish-Gumbel model were compared with
other standard activation functions. Table 18 presents the mean
test accuracy and standard deviation values derived from the
5-fold cross-validation.

As presented in Table 18, the Swish-Gumbel function achieved
a mean test accuracy of 0.9168 + 0.0022. This result is signifi-
cantly higher than the standard ReLU function (0.8537 + 0.0024)
and also shows a distinct improvement over Mish (0.8725 +
0.0029) and Swish (0.8932 + 0.0019). The relatively low stan-
dard deviation (¢ = 0.0022) indicates that the model’s perfor-
mance remains stable across different data folds. The class-wise
precision, recall, and F1-score values for the Beans dataset are
presented in Table 19. The results indicate consistently high
performance across all classes, demonstrating the model’s abil-
ity to effectively distinguish between different plant disease
categories.

The macro-average and weighted-average values further con-
firm that the model achieves balanced classification performance

Note: The bold values indicate best accuracy result.

without significant bias toward any specific class. These findings
highlight the robustness of the proposed activation function in
real-world agricultural image classification tasks.

These findings further support the generalization capability of
the proposed activation function, demonstrating its effectiveness
not only on standard benchmark datasets such as MNIST and
CIFAR-10, but also on real-world agricultural image classifica-
tion tasks. To further support this comparison, the test accuracy
trends across different activation functions are demonstrated in
Figure 6.

The confusion matrix for the optimal Swish-Gumbel model (8 =
0.9) on the Beans dataset is presented in Table 20.

6 | Discussion

The primary objective of this study was to provide a compre-
hensive evaluation of the proposed Swish-Gumbel activation
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TABLE 18 | Comparison of activation functions on Beans dataset (mean + SD over 5 folds).
Activation function Parameter Test accuracy (mean + SD) Mean validation accuracy Test loss
Gumbel — 0.7683 + 0.0068 0.7635 0.4846
LC(1) a=0.9 0.8902 +0.0018 0.8885 0.3756
LC(2) a=0.9 0.8835+0.0018 0.8815 0.3785
LC (3) a=0.7 0.8824 +0.0018 0.8805 0.3805
LC (4) f=0.8 0.8582 +0.0018 0.8561 0.4075
LC(5) a=0.1 0.8465 +0.0018 0.8425 0.4425
Mish — 0.8725 +0.0029 0.8705 0.3932
Nipuna — 0.8264 + 0.0026 0.8264 0.4486
ReLU — 0.8537 +0.0024 0.8529 0.4157
Sep — 0.8412 +0.0025 0.8418 0.4323
Sigmoid — 0.7950 +0.0016 0.7957 0.4642
Sigmoid-Gumbel p=0.9 0.8129 +0.0023 0.8092 0.4538
Swish f=1.0 0.8932 +0.0019 0.8936 0.3690
Swish-Gumbel f=0.9 0.9168 + 0.0022 0.9152 0.3533

Note: The bold values indicate best accuracy result.

TABLE19 | Class-based classification metrics for Swish-Gumbel on sharp disease boundaries is crucial, a higher g (e.g., 0.9) yields

Beans dataset.

Class Precision Recall F1-score
0 0.9302 0.9419 0.9360
1 0.9326 0.9535 0.9429
2 0.9443 0.9432 0.9437
Macro avg 0.9357 0.9462 0.9409
Weighted avg 0.9172 0.9168 0.9169

functions against widely adopted alternatives. The functions
were tested in both multiplicative and linear combination vari-
ants across four distinct datasets: MNIST, CIFAR-10, Imagenette,
and Beans.

The empirical results consistently demonstrated that the mul-
tiplicative form yields superior classification accuracy. In the
MNIST dataset, the model reached a peak test accuracy 0of 99.12%
with § = 0.5, outperforming all baseline activation functions. For
CIFAR-10, the highest accuracy of 84.85% was recorded at g =
0.9, indicating a distinct improvement over standalone Swish
and Gumbel functions. The Imagenette and Beans datasets fur-
ther confirmed this strong generalization capability, achieving
test accuracies of 69.20% (8 = 0.7) and 91.68% (B = 0.9), respec-
tively. Additionally, the balanced class-wise F1-scores across all
datasets underline the stability of the proposed function in han-
dling diverse feature spaces.

The variation in the optimal p parameter across these datasets
highlights the flexibility of the Swish-Gumbel function. For
high-resolution, complex natural images like Imagenette, a
moderately tuned f (e.g., 0.7) provides a smoother gradient
flow, preventing noise amplification while extracting broad
spatial features. Conversely, for domain-specific tasks such as
the Beans dataset, where recognizing fine leaf textures and

a slightly sharper activation response, proving more effective
for capturing fine textural differences. Additionally, the bal-
anced class-wise Fl-scores across all datasets underline the
stability of the proposed function in handling diverse feature
spaces.

Initially, we hypothesized that the linear combination vari-
ants might reduce functional complexity and thereby enhance
overall performance. However, while some linear combinations
yielded competitive accuracy, the comprehensive results demon-
strated that the multiplicative form consistently outperformed all
LC variants and established functions (e.g., ReLU, Swish, and
Mish). This superiority stems from the multiplicative formula-
tion’s ability to maintain more stable gradients in positive input
regions, which directly improves feature extraction efficacy dur-
ing backpropagation.

Regarding computational efficiency, the proposed Swish-Gumbel
function introduces a strictly bounded theoretical overhead.
While standard ReLU requires a single scalar operation per neu-
ron and Swish requires four, Swish-Gumbel demands approx-
imately eight scalar operations due to its double-exponential
formulation. However, since the overall computational cost of
deep networks is overwhelmingly dominated by the 6 (N?) to
9 (N 3) complexity of matrix multiplications in convolutional
layers, this O(N) element-wise addition contributes less than
0.001% to the total FLOPs. Furthermore, the function intro-
duces 0 additional trainable parameters. Empirical measure-
ments extracted from our cross-validation logs confirmed that
modern hardware vectorization completely absorbs this scalar
overhead. Across all architectures tested —from the lightweight
custom CNN (~ 8 — 12 ms/step) to the heavier MobileNet (~
45 ms/step) and ResNet-50 (~ 115 ms/step)—the training and
inference execution times for Swish-Gumbel remained virtually
identical to those of the baseline ReLU and standalone Swish
models.
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FIGURE 6 | Comparison of test accuracy for different activation functions for BEANS.

TABLE 20 | Confusion matrix for the Swish-Gumbel (8 = 0.9) on
Beans dataset.

Class 0 1 2
0 81 3

1 2 82

2 3 2 83

Note: The bold values indicate best accuracy result.

7 | Conclusions

This paper introduces the Swish-Gumbel family of activation
functions, developed through both multiplicative and linear
combination approaches. Extensive evaluations across various
image classification benchmarks reveal that the multiplicative
variant consistently achieves superior accuracy and stability
compared to state-of-the-art functions, including ReLU, Swish,
and Mish.

Although linear combinations were also explored, the multiplica-
tive interaction provides a definitive edge in complex feature
extraction. By integrating the probabilistic characteristics of the
Gumbel formulation with the smooth, non-monotonic structure
of Swish, this multiplicative mechanism effectively mitigates gra-
dient degradation in positive domains without adding significant
computational overhead.

Integrating the probabilistic characteristics of the Gumbel formu-
lation with the smooth, non-monotonic structure of Swish, we
obtain a hybrid activation mechanism that effectively mitigates
gradient degradation in positive domains without adding signif-
icant computational overhead. This synergistic structure proves
particularly advantageous for image data, where positive-valued

inputs dominate, allowing for more stable gradient flows and
enhanced discriminative learning.

Our findings bridge the gap between probabilistic models and
continuous non-linear transformations, offering a highly compet-
itive and easily implementable alternative to conventional activa-
tion strategies. The successful integration of the Swish-Gumbel
function into different network architectures highlights its
broad application potential, not only in computer vision but
across diverse domains where robust representational learning is
essential.

8 | Future Works

In this study, various classification scenarios were extensively
investigated to evaluate the model’s performance across diverse
operational constraints. The experimental framework encom-
passes basic multi-class classification tasks and is situated within
asupervised learning paradigm. To address complexities inherent
in real-world data, the research explores fine-grained classifica-
tion under challenging imbalanced data distribution scenarios.
Furthermore, the methodology incorporates both offline classifi-
cation and specialized approaches, such as zero-shot and transfer
learning, to enhance generalization capabilities. The analysis is
conducted on a whole-image basis, ultimately producing a hard
classification output to ensure definitive decision-making. Other
classification scenarios not addressed in our study will be covered
in future research.

While the current evaluations on CNN, ResNet-50, and
MobileNet architectures provide strong validation, the study is
naturally limited to these specific topologies and medium-sized
datasets. Future research should focus on evaluating the
Swish-Gumbel function within more complex architectures,
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such as Vision Transformers and EfficientNet, and on larger-scale
datasets to further establish its scalability. Moreover, introducing
an adaptive optimization mechanism to dynamically update
the @ and g parameters during training could unlock further
performance gains.
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